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Abstract. Virtual machine introspection (VMI) has been widely used
for stealthy monitoring of guest systems. However, context switching be-
tween monitoring system and monitored target introduces considerable
overhead, especially for tracing common system calls, and deployment of
VMI-based setups is complex. This work investigates whether extended
Berkeley Packet Filter (eBPF) based tracing, a low-overhead kernel-level
monitoring technique, can serve as an alternative. We compare the two
paradigms in terms of performance, stealthiness, and practical applica-
bility. Using micro-benchmarks and a prototype high-interaction SSH
honeypot, we evaluate the capabilities and limitations of eBPF-based
monitoring in adversarial settings. Our results highlight advantages and
limitations of both, providing insights for the design of future security
monitoring systems.

1 Introduction

Observing system behaviour at runtime is essential for cybersecurity applications
such as intrusion detection, malware analysis, and digital forensics. Over the
past decade, virtual machine introspection (VMI) has emerged as a powerful
technique for security monitoring, enabling observation of guest systems from
the hypervisor level while remaining hidden from the monitored guest. VMI has
thus been widely adopted in security research prototypes. In parallel, recent
years have seen the rise of extended Berkeley Packet Filter (eBPF) technology
as an efficient kernel-level instrumentation tool. Originally designed for packet
filtering, eBPF has evolved into a general-purpose tracing and observability tool,
increasingly used in performance and security contexts.

This paper explores the core question: Can eBPF-based monitoring serve as a
viable alternative to VMI for cybersecurity purposes? To address this, we focus on
three key dimensions: (a) performance impact: is eBPF tracing significantly less
intrusive than VMI for active monitoring tasks?, (b) stealthiness: how detectable
is eBPF-based monitoring to an adversary and can its footprint be reduced or
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hidden?, and (c) practical applicability: how well does eBPF monitoring support
real-world use cases, such as implementing a high-interaction SSH honeypot?

Our goal is not to promote eBPF as a universal replacement for VMI, but
clarify their strengths and weaknesses in the context of security monitoring. The
contributions of this paper are as follows:

– Comparative analysis of tracing overhead: VMI often incurs significant over-
head due to context switches, while eBPF enables in-kernel instrumentation
with potentially lower impact. We compare both approaches quantitatively
using UnixBench-based micro-benchmarks.

– Stealth techniques for eBPF monitoring: Stealth is vital in adversarial set-
tings such as honeypots, intrusion detection systems, and malware analysis
sandboxes. VMI benefits from residing outside the monitored guest, while
eBPF operates inside and is more exposed to tampering or detection. We
assess their visibility and explore techniques to enhance eBPF stealthiness.

– Practical applicability: We evaluate the effort required to implement an ex-
emplary security task – a high-interaction SSH honeypot – using eBPF, and
compare this with an equivalent VMI-based implementation.

With these contributions, we aim to clarify when and how eBPF can serve as
an effective alternative to VMI in security monitoring. This paper is structured as
follows: Section 2 provides background on VMI and eBPF and discusses related
work. Section 3 presents micro-benchmark performance evaluations. Section 4
elaborates on stealthiness, and Section 5 discusses an eBPF-based SSH honeypot.
Finally, Section 6 concludes.

2 Background and Related Work

2.1 Virtual Machine Introspection

Virtual Machine Introspection (VMI) was first introduced by Garfinkel and
Rosenblum [11] as a means of detecting intrusions by monitoring the internal
state of virtual machines (VMs) from the outside. A core challenge in VMI is the
semantic gap between low-level data available to the hypervisor (e.g., memory
pages) and high-level abstractions inside the guest (e.g., processes, files, system
calls). Bridging this gap requires detailed knowledge of guest OS internals. De-
spite considerable research (see surveys by Jain et al. [14] and More et al. [19]),
it remains an ongoing burden of VMI, especially as OS kernels evolve.

VMI is widely used in cybersecurity research, particularly for malware analy-
sis, memory forensics, and intrusion detection. Examples include rootkit removal
in live systems [10], extracting forensic evidence from compromised VMs [12],
and malware detection based on API call tracing [8]. The out-of-band nature of
VMI enables tamper-resistant monitoring, although at the cost of added com-
plexity and performance trade-offs.

Deploying VMI is difficult due to its reliance on privileged hypervisor access.
Several systems have been proposed to improve deployability. CloudVMI [20]
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integrates remote VMI APIs in cloud platforms, CloudPhylactor [24] uses Xen
security modules to deploy VMI-based monitoring software within dedicated
VMs, and KVMIveggur [21] extends this approach to the KVMi. These sys-
tems provide research prototypes, with very little adoption by commercial cloud
providers. The only hypervisor with out-of-the-box support for VMI is Xen.

VMI techniques fall into passive (polling) and active (event-triggered) meth-
ods [14,11]. Passive VMI observes state changes asynchronous to the control
flow in the monitored system, e.g. by periodic memory snapshots. Active VMI
synchronously intercepts guest operations, such as function calls or breakpoints,
yielding richer, more timely information at the expense of higher overhead.

Optimising VMI performance has been a focus of prior work. For example,
Lutaş et al. [17] explore techniques to reduce the number of memory-fault-related
VM exits. For passive VMI, smart caching strategies have been proposed to
improve performance while maintaining a consistent and up-to-date view of the
monitored system [6]. Other approaches aim to reduce the impact of active VMI
by offloading selected functionality into the hypervisor itself, thereby reducing
guest–host context switches and overall monitoring latency [5].

2.2 Extended Berkeley Packet Filter

The extended Berkeley Packet Filter (eBPF) is a modern in-kernel execution
framework that enables the execution of safe, sandboxed user code in response
to kernel events, all within the kernel itself, without requiring kernel module
development or recompilation. Originally designed for high-performance packet
filtering, eBPF has become a general-purpose tool for tracing, observability, and
security enforcement. While eBPF was initially developed for Linux, extensions
for other platforms – such as eBPF for Windows [18] – have recently emerged.

eBPF programs attach to instrumentation points including kprobes (for ker-
nel function entry/exit), uprobes (for user-space function tracing), tracepoints,
and network events. They are verified for safety by the kernel before loading,
ensuring that they do not crash the system or compromise its integrity. This
verification model has made eBPF particularly attractive for production use,
as it enables low-overhead, always-on monitoring with minimal risk. eBPF has
been used to detect anomalies in system call behaviour, monitor containerised
workloads, and capture forensic data in real time. Unlike VMI, eBPF runs en-
tirely within the guest system, which simplifies deployment and integration but
increases the risk of detection or tampering by adversaries with local access.

A traditional application of eBPF is network security monitoring. For in-
stance, Dimolianis et al. [7] utilize eBPF in combination with the eXpress Data
Path (XDP) to detect denial-of-service attacks. More recent approaches inte-
grate eBPF-based monitoring with machine learning for advanced threat detec-
tion, such as SmartX Intelligent Sec [9], which performs real-time classification.
These works show eBPF’s effectiveness for network-layer threat detection, but
our focus requires broader general-purpose monitoring across system layers.

The eBPF ecosystem has since expanded well beyond networking. For exam-
ple, Syrup [15] uses eBPF to implement user-defined CPU scheduling strategies,
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and λ-IO [27] builds a unified I/O stack that manages both computation and
storage resources across host and device. However, the authors highlight key lim-
itations of standard eBPF, such as its static verifier, which prohibits dynamic-
length loops commonly required for in-storage data processing. To overcome this,
they introduce sBPF, a modified in-kernel execution model that replaces static
verification with dynamic verification. While we encountered similar restrictions
in our own work, our goal is to assess whether standard eBPF remains sufficient
for our monitoring objectives.

Security monitoring beyond the networking domain has also seen growing
interest. For example, O2C [25] combines eBPF instrumentation with machine
learning to dynamically compartmentalize the OS kernel at runtime, mitigating
the impact of zero-day exploits. BPFroid [2] implements eBPF-based monitoring
on Android devices, tracing system calls, kernel functions, and user-level library
calls to detect malware in real time. The authors explicitly emphasize stealth
as a design requirement and provide a detailed analysis of the detectability of
their eBPF-based tracing approach. They argue that, by operating on real sys-
tems rather than emulated environments, BPFroid avoids detection techniques
commonly used by malware to evade analysis. We aim to leverage this advan-
tage in our honeypot prototype as well, but extend the scope: While BPFroid
focuses on stealth at the user level (assuming regular app permissions), we con-
sider adversaries with root or kernel-level access and evaluate the detectability
of eBPF-based monitoring in such threat models.

2.3 Performance of monitoring approaches

Extensive literature exists on both VMI and eBPF performance individually. For
instance, Xie [26] benchmarked eBPF programs with HTTP workloads, compar-
ing PERCPU ARRAY and ARRAY map types. They found that PERCPU maps
avoid write conflicts and scale better with CPU core count, but increase memory
use and cache pressure, highlighting trade-offs in eBPF map design. In contrast,
direct comparisons of VMI and eBPF remain rare.

Some works have explored the design space between purely in-guest and out-
of-guest monitoring. Bushouse and Reeves [4] propose a methodology to trans-
form in-guest monitoring agents into out-of-guest “hyperagents” that leverage
hypervisor-level capabilities while retaining their original logic. This approach
lowers the barrier for integrating VMI capabilities with minimal code refactoring.

Abdelraoof et al. [1] optimize VMI in Xen by adding an eBPF-inspired pre-
filtering in the hypervisor. VMI often incurs high overhead from context switches,
particularly when using breakpoints in the guest OS, which trigger function
calls and transfer data to the hypervisor via Xen event channels. To reduce this
latency, their system filters CR3 events and enables tracing only for specific guest
processes, significantly reducing the overhead of system call monitoring.

Amit and Wei [3] present hyperupcalls, a mechanism that allows the hyper-
visor to execute verified guest-provided code with direct access to guest kernel
structures. By enabling flexible and low-overhead information transfer, hyper-
upcalls help mitigate the semantic gap traditionally associated with VMI.
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Beyond eBPF and VMI, modern CPUs provide hardware monitoring support
through performance monitoring units (PMUs), which collect low-level data such
as instruction counts, branch behaviour, and memory accesses. Intel’s Threat
Detection Technology (TDT) repurposes PMU telemetry for security monitor-
ing [13], achieving high performance but with a narrower scope than VMI or
eBPF. As an Intel-specific, proprietary solution, TDT is promising for certain
detection tasks, yet its constraints make it unsuitable for our higher-level moni-
toring tasks, such as extracting credentials in SSH honeypots.

3 Performance Comparison

In this work, we aim to address the lack of direct comparisons between VMI and
eBPF by evaluating their strengths and limitations in comparable settings.

3.1 Methodology

Our first research question is: Is eBPF tracing significantly less intrusive than
VMI for active monitoring tasks such as system call tracing? To assess the
performance impact of system call monitoring using VMI and eBPF, we use
UnixBench, a widely used suite of microbenchmarks for Unix-like systems, as our
workload generator. The benchmark is executed inside a virtual machine under
three different configurations: baseline (no monitoring), VMI-based monitoring
(using KVMi [23] and libvmi [16]), and eBPF-based monitoring.

The monitoring task focuses on intercepting a single system call relevant to
each benchmark scenario, using a subset of UnixBench. Specifically:

– The syscall overhead (getpid) test is used to measure pure system call
monitoring overhead. It uses and traces the getpid system call, which is the
most lightweight system call.

– The spawn and execl throughput tests are used to measure the impact
of tracing two of the core system calls needed to observe high-level actions
(process creation and program execution) on a system.

– The pipe test resembles I/O-intense workloads, where we investigate the
impact of tracing all I/O operations on performance.

For each experiment, we measure the relative slowdown compared to the baseline
(no monitoring) configuration.

3.2 Experimental setup

Our experiments are conducted on two different hardware platforms: A low-
end user PC (ASUS PN61, Core I7-8565U CPU, 16 GB RAM) with bare metal
KVM/KVMi, and a server-class PC (Xeon Gold 6430 CPU, 512 GB RAM) with
KVM (Proxmox) and a nested VM with KVMi. The monitored guest runs Linux
6.1.0 in a VM within KVM with KVMi support enabled, and eBPF support
enabled within the guest.
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Fig. 1. VMI and eBPF deployment architecture.

For the VMI version, the monitored system calls are directly recorded in a
file on the KVMi host. For the eBPF version, a user-space program within the
monitored guest VM retrieves the logs from the eBPF ring buffer and sends
them via a network connection to the host, which then records them to a file.
Figure 3.1 shows an overview of these architectures.

3.3 Results

The results from our benchmarking are shown in Table 1. The relative perfor-
mance is shown as a percentage of the baseline performance.

When interpreting the performance measurements, the fundamental archi-
tectural difference between the two monitoring approaches must be taken into
account. Concretely, VMI-based monitoring operates synchronously with the
target system’s execution, meaning that the monitored system is paused while
handling each monitoring event (e.g., a traced system call). This synchronous
design ensures that all events are reliably observed by the monitoring system,
but it introduces significant overhead, particularly for frequent system calls. In
contrast, eBPF executes a lightweight program synchronously within the kernel,
which then emits events to a queue or ring buffer. These events are subsequently
consumed asynchronously by a user-space application. While this design reduces
overhead, it introduces the potential for event loss if the user-space consumer
cannot keep up with the event rate.

For our benchmarks, no events were lost in the spawn and execl tests when
using eBPF. In these cases, the eBPF-based approach achieved less overhead
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while processing the same number of events compared to VMI. However, for
tests that generate a high volume of events – getpid and pipe – the VMI-based
approach leads to a substantial performance degradation due to its synchronous
nature. Switching to eBPF monitoring for these tests yielded a 20x to 100x
improvement in performance. However, in those cases, the eBPF-based method
experiences event loss as the user-space processing cannot keep pace with the
kernel’s event generation.

In conclusion, eBPF-based monitoring tends to result in higher performance
in the target. This comes at the cost of losing isolation between the target and
the host, and potentially exposing the monitoring processes. The related files
and processes can, however, be well hidden from commands such as ls and ps

aux, even if they were to be run with elevated privileges.

Table 1. Consolidated UnixBench scores with system call tracing (higher is better)

Test Monitored
Syscall

Unit Baseline with VMI with eBPF

VM on simple PC

syscall
(getpid)

getpid 1k calls/s 1193561
SD=0.62%

5698 (0.48% )
SD=4.35%

374055 (31.34% )
SD=0.47%

spawn clone 1k proc/s 4260
SD=1.13%

2342 (54.97% )
SD=2.63%

3945 (92.61% )
SD=1.55%

execl
thr.put

execve calls/s 1183
SD=1.13%

975 (82.43% )
SD=0.87%

1083 (91.53% )
SD=1.33%

pipe write calls/s 378727
SD=0.97%

5671 (1.50% )
SD=1.02%

134963 (35.64% )
SD=1.15%

Nested VM on server

syscall
(getpid)

getpid 1k calls/s 2171815
SD=2.02%

2171 (0.10% )
SD=0.82%

654705 (30.01% )
SD=4.97%

spawn clone 1k proc/s 9865
SD=3.56%

1707 (17.41% )
SD=1.02%

9099 (92.24% )
SD=2.05%

execl
thr.put

execve calls/s 1310
SD=2.17%

760 (5.97% )
SD=1.58%

1283 (97.97% )
SD=1.19%

pipe write calls/s 652999
SD=1.72%

2157 (0.33% )
SD=0.3%

237945 (36.44% )
SD=0.8%
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4 Stealthiness Considerations

In this section, we aim to address our second research question: How detectable
is eBPF-based monitoring to an adversary and can its footprint be reduced or
hidden? We present the initial study we have been doing to try to respond to it.

4.1 Threat model

While eBPF offers powerful monitoring capabilities, its presence can be detected
by a knowledgeable adversary with sufficient privileges. Some of the methods an
attacker might employ to uncover eBPF-based monitoring activities are listed
next. However, we note that most of these methods to be performed require
elevated privileges.

– The primary tool for examining eBPF programs on a Linux system is bpftool.
With root access, an attacker can list all loaded eBPF programs (bpftool
prog show). This command reveals details such as program IDs, types, at-
tached hooks, and associated maps. By analyzing this information, an at-
tacker can identify suspicious programs, especially those attached to syscall
hooks like kprobes or tracepoints.

– eBPF programs often use maps to store and share data between kernel and
user space. An attacker can list these maps with bpftool map show. In-
specting the contents and usage patterns of these maps can provide insights
into the monitoring activities.

– If the user-space component exfiltrates data over the network, tools like
netstat or tcpdump can be used to detect unusual outbound connections.

– An attacker can inspect the list of running processes to identify any unfa-
miliar or suspicious user-space programs related to eBPF-based monitoring.

– eBPF programs and maps are associated with file descriptors. An attacker
can examine the file descriptors of processes to identify eBPF-related entries,
e.g. with ls -l /proc/<pid>/fd. Descriptors linked to /sys/fs/bpf/ can
indicate the presence of eBPF objects.

– Loading eBPF programs can generate entries in the kernel log. An attacker
can review these logs for any indications (e.g. dmesg|grep -i bpf)

– eBPF itself can be used to detect other eBPF programs. Tools like Tracee

can monitor for the loading of eBPF programs, providing visibility into po-
tential monitoring activities.

4.2 Techniques to increase stealth

As a takeaway, conventional eBPF-based monitoring does not reach the level of
stealthiness offered by VMI-based approaches. This limitation can be a critical
drawback for use cases such as malware analysis sandboxes or high-interaction
honeypots, which depend on the invisibility of the monitoring infrastructure to
avoid detection and evasion. To address this challenge, we explore techniques
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aimed at minimising the observability of ongoing eBPF monitoring, in an effort
to mitigate this disadvantage.

In Linux, process enumeration – such as when running commands like ps –
relies on the getdents64 system call to read directory entries from the proc

filesystem. This call returns a list of entries containing metadata, including the
inode number, file type, and process ID (represented as directory names). By
hooking getdents64, we can effectively hide specific processes by removing them
from the returned list. This technique follows the approach implemented in the
eBPFeXPLOIT project3.

The same project also includes a method to prevent the monitoring process
from being terminated. This is done by hooking lsm/task kill call and checking
the ID of the process. If the ID is in our list of protected tasks, we can return
-EPERM instead to prevent executing the kill command. Another hook can be
added to kretprobe/sys kill, and by modifying the return value to -ESRCH,
the output will not present the process, thus indicating to the attacker that the
process does not exist.

User-space tools such as bpftool can still be used to find the eBPF programs,
so this needs another method to hide information. bpftool extracts information
with calls such as BPF MAP GET NEXT ID, which we can hook and modify the
return values in order to skip our program from being listed. As a result, bpftool
will report an empty set, effectively hiding the presence of our eBPF components.

Finally, the mere presence of network traffic between the in-target user-space
eBPF program and the outside monitoring system could raise suspicion. In future
work, we aim to further obscure network communications, e.g., through covert
channels or traffic shaping, and to improve the process-hiding mechanisms to be
more selective and resilient against advanced detection methods. As inspiration,
EvilBPF4 includes eBPF tools for hiding files and processes, as well as a sniffer
for unencrypted SSL/TLS traffic to capture downloading data, for example.

4.3 Result

In summary, while eBPF does not inherently offer the same level of stealthi-
ness as VMI-based monitoring, prior work has demonstrated that eBPF-based
monitoring can be hidden to a large extent. In our work, we adopt and extend
these techniques to enhance the invisibility of our monitoring infrastructure. Al-
though achieving this level of stealth requires additional engineering effort, we
conclude that it is feasible to attain a degree of stealthiness comparable to that
of VMI-based solutions using eBPF.

5 Case Study: SSH Honeypot Implementation

This section presents a concrete use case to evaluate the suitability of eBPF
monitoring in adversarial settings, where attackers may attempt to detect the

3 https://github.com/bfengj/eBPFeXPLOIT
4 https://github.com/rphang/evilBPF

https://github.com/bfengj/eBPFeXPLOIT
https://github.com/rphang/evilBPF
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presence of monitoring. In particular, we aim to address our third research ques-
tion: How well does eBPF monitoring support real-world use cases, such as im-
plementing a high-interaction SSH honeypot?

To that end, we implement a high-interaction SSH honeypot designed to at-
tract real attackers and observe their behaviour after initial compromise. Such
systems are particularly challenging to monitor, as they must offer realistic sys-
tem environments while remaining stealthy in the presence of malware or human
adversaries attempting to evade analysis.

High-interaction honeypots expose a real system environment, allowing at-
tackers to interact freely after gaining access. They contrast with low-interaction
honeypots such as Cowrie5, which rely on emulated services and are easier
to detect. Sarracenia [22] exemplifies a VMI-based approach to building high-
interaction SSH honeypots, using external introspection for stealthy monitoring
of attacker behaviour. We follow a similar design goal but implement the honey-
pot using in-guest eBPF tracing. This approach significantly reduces deployment
complexity and improves portability, while still enabling detailed observation of
attacker actions across authentication, process activity, file access, and network
behaviour.

5.1 Design considerations

We assume attackers follow a common sequence of phases: (1) reconnaissance:
scanning for open ports or vulnerable services; (2) exploitation: gaining access,
typically by guessing weak passwords or explaining misconfigurations; and (3)
post-exploitation: actions such as privilege escalation (gaining root access from
a non-privileged account), establishing persistence (e.g., installing login keys or
other backdoors), and launching further attacks.

Our honeypot exposes an intentionally misconfigured SSH server with weak
passwords. Once an attacker has gained access, we observe a range of possible
attacker behaviours, which we want to monitor and analyse in detail:

– Privilege escalation (e.g., obtaining root access from a standard user account)
– Persistence mechanisms (e.g., creating user accounts, injecting SSH autho-

rization keys, installing cron jobs)
– Malicious activities (e.g., deploying crypto miners, conducting lateral attacks

on local systems, launching outbound attacks such as denial of service (DoS)
or spam)

Attacks range from simple scanning with no follow-up activity, to fully au-
tomated malware deployment, and manual exploitation by human actors. Some
adversaries may try to detect whether they are interacting with a honeypot by in-
specting the system environment, looking for signs of monitoring, or using some
forms of honeypot fingerprinting techniques. Our aim is at being significantly
more robust against such detection attempts than typical honeypot systems.

5 https://github.com/cowrie/cowrie

https://github.com/cowrie/cowrie
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5.2 System design

To gain insight into those attacker activities, our system design covers the fol-
lowing aspects:

– Capturing login attempts.
We explored two complementary methods for capturing SSH login creden-
tials. A PAM-based approach uses user-level eBPF probes on the pluggable
authentication module (PAM) library to extract usernames and passwords.
This method is portable and robust, as it relies on well-defined, exported
symbols in the libpam.so shared library. An sshd-tracing method is in-
spired by Sarracenia and hooks internal functions of the sshd binary. The
advantage of sshd-based tracing is that it reveals the username/password
combination of all login attempts, while PAM-based method succeeds fully
only for existing user accounts.

– File system monitoring.
We trace kernel functions and system calls such as open, write, close,
chmod, and unlink to detect file uploads and modifications. These allow us
to reconstruct files from their write streams, detect permission changes, and
record deletions. Each modified file is reconstructed and stored for analysis.

– Network activity.
Rather than relying solely on external network capture, we include network-
related tracing in our BPF instrumentation to link activity to specific pro-
cesses. This enables accurate attribution in the presence of multiple active
malware samples and allows benign background traffic (e.g., automated sys-
tem updates) to be filtered out.

– Interactive session reconstruction.
As in Sarracenia, we reconstruct entire interactive SSH sessions by tracing
write system calls on the internal pipe between the shell and the sshd. This
enables replay and detailed behavioural analysis of attacker interactions.

5.3 Attack mitigation and system restoration

Running a high-interaction honeypot entails risk: Once compromised, the hon-
eypot could be used to attack other systems or propagate malware. We imple-
mented several safeguards to mitigate this risk:

– Network filtering: We use strict filtering to block most outbound traffic,
while allowing essential actions such as downloading second-stage payloads
via HTTP(S) and resolving domain names. This allows attackers to proceed
naturally while limiting abuse.

– Connection and bandwidth limits: Even permitted traffic is rate-limited to
prevent DoS attacks or large-scale data transfer.

– Adaptive reset policy: The honeypot is periodically reset to a clean snapshot.
The timing is dynamic: if malware lies dormant or behaves benignly, it can
run for longer. High CPU usage (e.g., from crypto miners) and aggressive
network behaviour will trigger earlier resets.
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Fig. 2. eBPF-based honeypot system architecture.

5.4 Implementation details

Our system consists of two main components: a set of eBPF-based tracers run-
ning inside the honeypot VM, and an external monitoring and analysis backend.
The architecture is designed to provide full visibility into attacker behaviour
while maintaining low overhead and high stealth within the guest system. Fig-
ure 2 illustrates the high-level architecture of our eBPF-based high-interaction
SSH honeypot. An attacker connects to the honeypot VM via SSH. This VM
is instrumented with eBPF tracers and forwards monitoring data to an event
listener (monitor) outside the honeypot VM (the Monitor VM in the figure).
Both VMs are deployed into a Linux Debian 12.

As explained in §5.2, the sshd-tracing method, which hooks internal functions
of the sshd binary, depends on symbol information. As in many production bi-
naries, this symbol information is stripped in our installation, but our prototype
mitigates this by automatically extracting symbol information from available
debug symbol packages.

An in-guest component deploys an eBPF program to trace relevant system
calls, library functions, and kernel events. A minimal in-VM loader is responsible
for loading the eBPF program and forwarding the resulting events to the exter-
nal monitor process. Table 2 summarises the key eBPF instrumentation points
used in our implementation for the actual tracing. Furthermore, our prototype
leverages eBPF tracing of getdents64 to hide the user-space eBPF loader in
the proc file system for stealthiness (as previously described in §4.2).

The external monitor, implemented in Python, receives raw events, maintains
internal state, reconstructs files, tracks process hierarchies and sessions, and
emits structured JSON events via UDP broadcast. These events can then be
consumed by local components:

– A lifecycle manager, which can implement the strategy to reset the honeypot
VM to a clean snapshot based on activity patterns;

– An analysis manager, which extracts features for attack classification using
both dynamic traces and static analysis of uploaded files.
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Table 2. eBPF tracing points used in our honeypot implementation.

Type Trace Point Purpose

uretprobe pam get authtok Capture username and password via PAM
(existing users only), inspired by the pamspy
tool6.

uretprobe sshd login Capture username and password by tracing
sshd internals (all login attempts)

syscall sys enter connect Trace outgoing TCP connections
kretprobe inet csk accept Detect new incoming SSH connections
fexit do sys openat2 Trace file openings
fentry filp close Trace file closures; triggers file reconstruc-

tion and analysis
fentry chmod common Detect file permission changes
LSM hook path unlink Trace file deletions
LSM hook bprm committed creds Trace execution of new binaries (covers all

execv* variants)
tracepoint sched process fork Track process creation and parent-child re-

lationships
syscall sys enter write Monitor file modifications and session activ-

ity
tracepoint sched process exit Detect process termination and clean up

state

5.5 eBPF limitations

During the development of our honeypot, we observed that certain monitoring
tasks are more difficult to implement with eBPF than with VMI. While VMI
introduces challenges related to the semantic gap, it imposes few technical con-
straints on how and when data can be accessed once a relevant event is observed.
In contrast, eBPF programs must pass a strict verifier, which prohibits arbitrary
pointer access and disallows loops with variable iteration counts. These restric-
tions posed several challenges:

– For example, instead of tracing execve system calls directly (which would
require iterating over a variably sized argument list), we opted to trace the
bprm committed creds LSM hook. This provided several advantages: (1)
the program arguments have already been copied into a contiguous memory
region, allowing us to copy a bounded segment without looping over pointers;
(2) we can access the inode of the executed binary, enabling correlation with
previously uploaded files; and (3) we only need to trace a single point rather
than multiple system calls (execv, execve, execveat).

– One notable restriction is that the bpf d path helper function, which resolves
full absolute path names, is only available in certain contexts. We were able
to use it successfully when tracing program execution and file closures, but

6 https://github.com/citronneur/pamspy

https://github.com/citronneur/pamspy
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not in other cases such as unlink or chmod, where access to absolute file
paths would also have been useful.

– Another limitation arises when capturing data from write system calls in
order to reconstruct file contents. eBPF ring buffer allocations must use a
fixed size at compile time, whereas write operations produce variably sized
payloads. As a workaround, we split the data into fixed-size chunks, each
fitting within the buffer size limit. A variable number of such chunks can
be emitted per write, as long as an upper bound is enforced. In practice,
this method worked reliably for uploaded files via SFTP, downloads using
tools like wget or curl, and streaming uploads over SSH (e.g., using the
session piped into tar). As an alternative, we also support reconstructing
files from VM disk snapshots. However, this is only feasible for files written
to persistent storage (not tmpfs) and not deleted prior to snapshotting.

From a tracing perspective, our system captures the same categories of in-
formation as the VMI-based honeypot Sarracenia. The key difference lies in how
the data is collected: our monitoring operates from within the guest kernel, and
the resulting events must be transferred to the monitoring machine for analysis.

The in-guest monitoring processes and files are hidden from standard user-
space tools such as ls and ps, making it extremely difficult for non-privileged
users to detect the presence of our tracing. This form of hiding significantly
increases stealthiness compared to conventional in-VM monitoring approaches.

However, a user with root privileges can perform more intrusive inspections,
such as loading custom kernel modules or scanning raw memory directly. These
actions can reveal traces of the honeypot infrastructure, for example, by search-
ing for eBPF maps, loaded programs, or memory-resident buffers. At this level,
achieving the same degree of isolation and transparency as VMI-based solutions
like Sarracenia remains challenging.

Despite this, our system achieves a level of realism that is significantly higher
than that of typical low- or medium-interaction honeypots. Moreover, any at-
tempt to probe or fingerprint the monitoring infrastructure, whether successful
or not, is observable through our tracing mechanism. As part of our future work,
we plan to operate the honeypot over extended periods to collect evidence of such
fingerprinting attempts, enabling us to analyse attacker behaviours that aim to
detect or evade monitoring.

We have had the honeypot deployed for 6 weeks, during which we received
359066 login attempts, with 290231 successful logins as the honeypot accepts
some common username and password combinations. The connections came from
3904 unique IP addresses. We keep a track of executed commands; 50297 different
commands were received, and 440 malware files were analyzed, of which we found
41 unique samples. A notable point is the frequency of login attempts — for the
first two weeks, the frequency was approximately equal to our Cowrie honeypot.
The number of connections then suddenly multiplied, which possibly can be
explained by the honeypot being listed somewhere as potentially vulnerable. On
average, the eBPF-honeypot received ≈42% more visits per IP address when
compared to Cowrie.
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6 Discussion and conclusions

Our primary motivation for investigating eBPF-based monitoring solutions is
the performance overhead introduced by VMI-based approaches. While VMI
provides strong isolation between the monitor and the target system and thus
fully stealthy observation, it also incurs higher system complexity and latency.
This can degrade performance on the target machine and, in the context of
honeypots, potentially signal to an attacker that monitoring is taking place. In
contrast, eBPF is a native in-kernel technology that is widely supported across
modern Linux distributions, including public cloud environments, making de-
ployment significantly more practical and accessible.

In our evaluation, we compared VMI- and eBPF-based monitoring using two
testbeds: a low-end user PC with a bare metal hypervisor running a virtual
machine as a honeypot, and a nested virtualisation setup on a server-grade host
using Proxmox with KVM and KVMi. We used micro-benchmarks based on
UnixBench as stress tests that expose weaknesses in performance. The results
clearly favour eBPF in terms of performance.

Although VMI has advantages in terms of stealthiness at the kernel level,
our findings suggest that effective hiding of eBPF-based monitoring is achiev-
able, especially against non-privileged attackers. Depending on what needs to be
monitored, VMI could still be preferred for its isolated nature from the monitor;
if the monitoring can be process-bound and filtered, the performance decrease
could be mitigated enough. It is also very concealed from attackers, while eBPF
requires more effort to hide.

We have implemented a prototype of our eBPF-based high-interaction SSH
honeypot, which is currently deployed and active. Its design has evolved itera-
tively through exposure to real-world attacks as well as replayed attack traces
captured using Cowrie. This process has led to a robust and flexible monitoring
setup that appears well-suited to the challenges of adversarial behaviour analysis.

As future work, we aim to gain long-term operational experience with the
honeypot under real attack conditions. For educational use, we plan to de-
velop an interactive visualisation frontend to highlight attacker behaviour in a
user-friendly manner. We also want to explore AI-based techniques to generate
human-readable explanations of observed attacks. From a research perspective,
we plan to conduct a systematic comparison of attacker behaviour and system
observability across Cowrie, Sarracenia, and our eBPF-based honeypot. Finally,
we intend to investigate hybrid monitoring approaches that combine the stealth
benefits of VMI with the efficiency and flexibility of eBPF.
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