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Source code vulnerabilities, in particular in web applications, are direct threats to users’ privacy and security.
This work introduces VULNLAN, a novel NLP-ensemble framework designed to detect and explain vulnera-
bilities in applications’ source code. A code translator module normalises code into an Intermediate Language
(IL), then detection is supported by NLP classification models and a heuristic that processes their results, dic-
tating the final classification. Explanation relies on sequence models that reveal the intermediate execution
states the application’s code takes, thereby explaining why vulnerabilities exist (or not) in the code. We in-
stantiate VULNLAN with two neural networks and a sequential model for classification, and two explanation
sequential models to discover SQL Injection (SQLi) vulnerabilities in PHP web applications. A preliminary
evaluation was conducted on 1,362 instances from the SARD dataset and 10 real web applications. The NLP-
ensemble achieved an accuracy of 96% in the former and flagged 518 vulnerabilities in the latter, with 10%
being false positives. In both datasets, the sequential explanation models successfully identified taint propa-
gation and sanitisation points, producing interpretable outputs. These results show that applying NLP to an
IL representation can both detect and explain vulnerabilities in PHP source code, closing the gap between
automated detection and actionable remediation.

1 INTRODUCTION

Information security aims to ensure the confidential-
ity, integrity, and availability of systems, thereby pro-
tecting privacy (NIST, 2026a; Bertino, 2016). The
number of cyberattacks increased from 877 in 2020
to 2,365 in 2023 (ISC2, 2023), with data breach
costs reaching $4.88 million in 2024 (IBM, 2024).
On the other hand, Al integration in defence reduces
these costs by 45.6% (IBM, 2024). Web applications,
which, 71.7% are written in PHP (W3Techs, 2026),
are the main targets of attacks, mainly SQL Injection
(SQLi) attacks (OWASP Top 10 Team, 2025; CVE,
2026).

Efforts to detect vulnerabilities have led to
static analysis tools (SATs) integrating Machine
Learning (ML) (Figueiredo et al., 2020; Medeiros
et al., 2016). Recent advances in this area have
shifted toward leveraging intermediate representa-
tions (IR) and diverse ML and sequence-model ar-
chitectures (Medeiros et al., 2016; Figueiredo et al.,
2020; Medeiros et al., 2022), to overcome the limi-
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tations of manual rule-based SATs and achieve high
accuracy. Also, neural network frameworks (Li
et al.,, 2022; Mirsky et al., 2023), which use spe-
cialised representations like Abstract Syntax Trees
(AST) or Graph Neural Networks (GNN), were pro-
posed to improve detection precision. Yet, sequence-
based models like LSTMs have been successfully ap-
plied (Fidalgo et al., 2020; Li et al., 2018) to cap-
ture long-range dependencies in code. This has fur-
ther progressed to the use of Transformer-based ar-
chitectures, including VulDeBERT (Kim et al., 2022),
VulBERTa (Hanif and Maffeis, 2022), and GPT-
based models, such as VulDetect (Omar and Shiae-
les, 2023), which treat abstracted code gadgets in a
manner similar to natural language. However, despite
these innovations, existing tools often struggle with
generalisation across heterogeneous codebases, lack
replicability, and fail to provide explainable predic-
tions. Furthermore, the relentless evolution of threats
demands a new generation of tools capable of au-
tomating sophisticated detection and, crucially, pro-
viding human-readable explanations.

To address these gaps, this paper proposes
VULNLAN, a novel Natural Language Processing



(NLP)-based framework for the robust detection and
subsequent explanation of vulnerabilities. Unlike tra-
ditional rule-dependent methods, the framework is
entirely supported by a modular ensemble of NLP
models, combining neural networks (e.g., Transform-
ers and LSTMs) with sequential models (e.g., Hidden
Markov Models (HMM)), and enabling the continu-
ous addition/modification of NLP-trained models on
normalised datasets. Within the framework, vulner-
ability detection is performed by NLP classification
models and a heuristic that processes their results to
determine whether vulnerabilities are found, includ-
ing their confidence scores. Explanation, in turn, is
based on sequence models trained on token-level an-
notated corpora that reveal the intermediate process-
ing states the application’s code takes, and thus ex-
plain why vulnerabilities exist (or not) in the code.

The core mechanism of VULNLAN involves pro-
cessing the source code translated into a customised
Intermediate Language (IL) by a translator module.
This translation normalises the code, removing bias-
inducing elements (e.g., comments and literal strings)
while preserving the underlying program’s logic and
data flow. This generic, semantically-preserving rep-
resentation is vital for training diverse models: while
neural networks perform high-level classification to
identify the presence of a vulnerability, sequential
models interpret these “black-box” results to pinpoint
its exact location.

We instantiate VULNLAN with two neural net-
work models and one sequential model for classifica-
tion, and two sequential models for explanation to dis-
cover SQLi vulnerabilities in PHP web applications.
Preliminary evaluations of this approach in a SARD
dataset of 1,362 instances showed that the models
correctly interpret IL code and detect vulnerabilities
with 96% accuracy. Also, an evaluation of 10 real
web applications demosntrated that our instantiation
is able to process entire applications, flagging 518
vulnerabilities, with 10% of these being false posi-
tives. By closing the gap between automated detec-
tion and actionable remediation, VULNLAN aims to
assist developers in securing code and protecting end
users in an increasingly hostile digital environment.

The contributions of the paper are: (1)
VULNLAN, a novel, explainable NLP-based
framework for vulnerability identification, combining
neural networks and sequential models to provide
both detection and token-level localisation and expla-
nation. (2) An IL for code representation, preserving
semantic and logical meaning while facilitating NLP
model training. (3) An instantiation of VULNLAN
for SQLi detection in PHP code, and an evaluation,
demonstrating the models’ capacity to correctly

process and interpret IL for vulnerability detection
and explanation.

2 CONCEPTS

The key concepts on which our Multimodal NLP
Framework is built are the following.

Web Application Vulnerabilities. Web vulnerabili-
ties arise primarily from improper handling of user in-
put. When applications fail to validate or sanitise data
before it reaches a Sensitive Sink, attackers can exe-
cute malicious actions. SQL Injection (SQLi) remains
a critical threat, as highlighted by OWASP (OWASP
Top 10 Team, 2025). Listing 1 illustrates a PHP code
snippet vulnerable to SQLi. The content of variable
$1id, received in line 2 through the $_GET entry point,
when used without sanitisation in the query (line 3)
and portrays malicious data, will alter the final query,
which, when executed in the database (through the
mysqli_query sensitive function), will extract undue
data.

<?php

$id = $_GET(['id'];

Squery = "SELECT * FROM users WHERE
id = $id";

Squery = mysqgli_real_escape_string (

$con, Squery) ;
mysqgli_query (Scon, $query);
?2>

Listing 1: Safe PHP snippet. Without line 4 (blue), the code
is unsafe.

NLP and Neural Network Models. Natural Lan-
guage Processing (NLP) has evolved from rule-based
systems to deep learning architectures (Jones, 1994).
Early techniques like TF-IDF (Jones, 1972) provided
vectorial encodings based on term importance but
lacked contextual awareness. Long Short-Term Mem-
ory (LSTM) (Hochreiter and Schmidhuber, 1997)
networks improved this by handling sequential data
through memory paths, addressing the vanishing gra-
dient problem.

The current breakthrough is the Transformer ar-
chitecture (Vaswani et al., 2017). Unlike traditional
sequential approaches, Transformers utilise attention
mechanisms to process data in parallel and focus on
different parts of an input sequence dynamically. The
architecture consists of an encoder and a decoder. The
Multi-Head Attention mechanism enables the model
to attend to different parts of the sequence simultane-
ously by calculating attention scores using Queries,
Keys, and Values (Vaswani et al., 2017). This par-



allelisation makes Transformers highly efficient for
large-scale datasets (Maurya et al., 2024).

Sequence Models. Sequence models are essential
probabilistic tools for tracing program logic. The
Hidden Markov Model (HMM) (Awad and Khanna,
2015) is a generative model that performs transitions
between hidden states based on observable outputs,
relying on the Markov assumption. The Maximum-
Entropy Markov Model (MEMM) (McCallum et al.,
2000) is a discriminative alternative that models the
conditional probability of a state given the current
observation and the previous state. MEMMs utilise
the maximum entropy framework to estimate distri-
butions with minimal assumptions, although they can
be vulnerable to the label bias problem.

3 VULNLAN FRAMEWORK
APPROACH AND DESIGN

This section outlines the proposed VULNLAN frame-
work. Figure 1 gives an overview of the framework
architecture and the different stages of its dataflow.
The green components indicate the creation of the
corpora needed for the different types of NLP mod-
els (i.e., classification and explanation models). Blue
are the Input Files to be checked for vulnerabilities.
Black components handle the detection and explana-
tion of vulnerabilities in the input code. Lastly, red
represents the outputs of both classification and ex-
planation models.

3.1 Corpora Creation

The Original Dataset, containing code of the target
language we want to discover vulnerabilities, is pro-
cessed and translated into IL by the IL Translator
module. This module aims to reduce bias (e.g., by
removing comments) and simplify the vocabulary in
the training corpus to improve the models’ perfor-
mance (e.g., by abstracting variable and user func-
tion names). From this step, distinct datasets are con-
structed, one for each model, with the aim of train-
ing and obtaining effective models that excel in both

Original | L —
Dataset Translator m

Final
Classification

Code Taintedness
Interpretation

Figure 1: Overview architecture and dataflow of the
VULNLAN framework.

classification and explanation tasks. In the figure,
the Corpus comprises all translated instances and the
datasets for the classification models, whereas the An-
notated Corpus contains the datasets for the explana-
tion models. In order to get the explanation, repre-
sented by the intermediate execution states that the
code in analysis can take, the Annotated Corpus is
achieved by annotation of instances from Corpus. The
Token Tagger module represents this task, performing
token-level labelling with a predefined set of states,
for example, taint (tainted), ntaint (not tainted),
san (sanitised), und (undefined) and others consid-
ered necessary for the specific vulnerability context.
This annotation may be performed manually, through
a script-assisted hybrid approach, or via neural net-
works paired with manual validation, which will al-
low the explanation models to show the taintedness
propagation throughout never-seen input code.

3.2 Vulnerability Detection and
Explanation

The Input Files are translated by the IL Translator
module following the same methodology used to cre-
ate Corpus’s instances. With the classification mod-
els trained, a binary classification task is performed N
times, with N the number of such models. Each model
outputs two probabilities: P;(V), the probability that
the code snippet is vulnerable; P;(NV), the probabil-
ity it is not vulnerable. Afterwards, the Heuristic pro-
cesses these probabilities together with the accuracy
of each model, as shown in Equation 1, to calculate
the Confidence score of whether a snippet is vulnera-
ble or not (i.e., Cy and Cyy, respectively), thus deter-
mining its final classification. A normalisation factor
of % is applied to the resulting scores to scale them
within a standardised range of [0, 100].

N (1
100
Cny = N Zacci -P,(NV)
i=1

For the explanation task, VULNLAN contains ex-
planation models trained for each binary class, i.e.,
trained on datasets comprising only vulnerable or
only non-vulnerable instances, as they are more ef-
fective and efficient. Their selection for execution
is decided by the majority class determined by the
Heuristic. The explanatory approach of these models
is backed by token-level state discovery and labelling
that show the taintedness propagation throughout the
code without executing it. In this task, tokens are la-
belled with the states used by Token Tagger; states



will allow users to identify vulnerabilities and assess
how effectively the code is protected against the same
vulnerability class.

4 A VULNLAN INSTANTIATION
AND IMPLEMENTATION

This section describes a VULNLAN instantiation for
detecting and explaining SQLi vulnerabilities in the
source code of PHP web applications, resorting to a
dataset with instances vulnerable and not-vulnerable
of SQLi, three classification models, and two expla-
nation models.

4.1 Source Dataset

From NIST SARD (NIST, 2026b) repository, we ex-
tracted a SQLi dataset of 1,362 PHP instances, al-
ready labelled as Vuln and Not-Vuln (i.e., vulner-
able and not vulnerable, respectively). The dataset
comprises 502 and 860 instances of each class, re-
spectively. The instances contain diverse code struc-
tures, including if conditions, loops, and classes.
Furthermore, entry points vary significantly through-
out the files (e.g., $_GET, $_POST, among others), as
well as sensitive sinks and sanitisation functions (e.g.,
mysqli_query, mysqgli_real escape_string).

Howeyver, because the Heuristic is based on mod-
els’ accuracy, a metric that is reliable when models
are trained on balanced datasets. We balanced the
dataset, reducing it to 1,000 instances, 500 of each
class for training, fine-tuning, and testing. From these
instances, 80% are saved for training, 10% for fine-
tuning, and 10% for testing. While the full dataset is
utilized for training the classification models, a sub-
set of 480 instances was selected for the explanation
models to accommodate the requirements of manual
labelling and review.

4.2 Corpora Creation

To create the Corpus for our models, we need to pro-
cess and translate the dataset from PHP to IL. To do
so, we built the PHP2IL IL Translator module, which
receives PHP code and translates it to IL by remov-
ing bias-inducing elements, such as comments and
not relevant parameters and static strings, abstracting
variable and user function names, and keeping the se-
mantic and logical flow of the code. Listing 2 shows
the resulting IL translation of a PHP code snippet in
Listing 1. We can observe that variable names are
translated into a general name, but keeping the dis-
tinction between variables.

4

varl GET

var2 SQL_QUERY varl

var2 mysqli_real_escape_string var3
var?2

mysqgli_query var3 var2

Listing 2: Safe IL snippet. Without line 3 (blue), the code
is unsafe.

Table 1: Models’ training results.

‘ Accuracy Precision Recall  Fl-score
Transformers - Pre-trained models
CodeBERT 0.926 0.964 0.886 0.923
) GraphCodeBERT 0.926 0.964 0.886 0.923
§ ROBERTa 0.926 0.964 0.886 0.923
E GPT-2 0.933 1.000 0.866 0.927
2 LSTM models’ Optimizers
E’ Adan 0.950 1.000 0.900 0.947
.2 Adadelta 0.500 0.000 0.000 0.000
=} RMSprop 0.950 1.000 0.900 0.947
Unsupervised sequence models
HMM unsupervised | 0.70 0.70 0.70 0.70
Supervised HMM sequence models
H Vulnerable 0.903 0.956 0.907 0.922
"‘5 é Non-vulnerable 0.897 0.914 0.921 0.917
%‘. § Supervised MEMM sequence models
] Vulnerable 0.903 0.956 0.907 0.922
Non-vulnerable 0.778 0.873 0.803 0.820

Using the IL dataset, we created the datasets for
each classification model, yielding the Corpus, and
for each explanation model, thereby composing the
Annotated Corpus. Instances of classification model
datasets are labelled as Vuln and Not-Vuln, whereas
the ones of explanation models are tagged at token-
level, where each token receives a state (e.g., taint,
san) that reflects its state as if the code was executed.
To perform this task, we built a Token Tagger module.

4.3 Models Training
4.3.1 Classification Models

Our instantiation combines neural network models
— Transformers and LSTMs — with an unsupervised
HMM sequence model into an ensemble to achieve a
more precise classification. The models are trained
on datasets from Corpus to perform a binary classifi-
cation, i.e, Not-Vuln and Vuln, including the corre-
sponding probabilities (P;(NV) and P;(V')).

The Transformers models were trained with sev-
eral different settings using four pre-trained models —
CodeBERT, GraphCodeBERT, RoBERTa, and GPT-
2. With these different settings, we used a Nested
10-fold Cross-Validation (Scikit-learn, 2025) to find a
combination of hyperparameters that does not overfit
with high generalisation accuracy. The final set of
hyperparameters is: {Epoch: 4; Warmup steps:
200; Weight decay: 0.0001; Learning
Rate: 0.00004; Max. steps: 700}. LSTM



models training is similar to Transformers models,
but instead of using pre-trained models, we train
them with three optimisers — Adam, Adadelta, and
RMSprop —, which allow to adjust the weights and
the biases in order to minimise the loss function. This
model is also fine-tuned on LSTM model hyperpa-
rameters. The final combination is: {Hidden dim.:
128; No. Layers: 12; Learning Rate:
0.00001; Epochs: 400; Batch Size: 30}.
Lastly, the HMM sequence model is unsupervised at
the token-level, but supervised at the instance-level,
as instances of other classification models.

In total, our instantiation contains 8 classification
models, making VULNLAN a modular ensemble of
models. The results of the training models are pre-
sented in the upper half of Table 1. It is notewor-
thy that all neural network models, except LSTM-
Adadelta, perform well, with minor differences be-
tween them. HMM showed lower overall accuracy, as
expected, due to operating at the instance level. How-
ever, we consider that having different types of mod-
els for classification also makes the task more robust
and diverse.

4.3.2 Explanation Models

We chose HMM and MEMM sequence models, both
supervised at token-level. With instances labelled at
token-level, both sequence models will learn the pat-
terns in the IL instances and will be able to annotate
any new instances of source code translated into IL.
For both HMM and MEMM, we trained one model
per class since it will produce better results (Juraf-
sky and Martin, 2024; McCallum et al., 2000). This
decision relies on the fact that the code of two in-
stances of different classes may differ only slightly,
which can lead to incorrect pattern learning and in-
correct token tagging. Therefore, our instantiation
contains four explanation models (two for each class),
and their training results are shown in the lower half
of Table 1, which indicates that all models achieve
very high performance. Another function of these ex-
planation models is to validate our classification mod-
els results by labelling a sensitive sink as taint or
ntaint.

4.4 Execution and Output

The VULNLAN execution follows the Black dataflow
of Figure 1 and description of Section 3. VULNLAN
can process a code snippet, a directory of snippets or
even an entire web application, which PHP2IL trans-
lates to IL, the classification model ensemble classi-
fies, and the Heuristic processes their results to de-
termine the final class and which variant of explana-

tion models will be executed next. Listings 3 and 4
illustrate the execution output of VULNLAN instan-
tiation when processing the not vulnerable IL snip-
pet of Listing 2, whose explanation, in this case, was
identical for both HMM and MEMM. The Heuristic
determined the final classification correctly, and from
the given explanation, we can observe that the snippet
is not effectively vulnerable.

1 == LSTM-Adam model

2 Prediction: Vulnerable

3 Probs: [NV: 47.38%, V: 52.62%]

4 --- Transformer CodeBERT model ---
5 Prediction: Not Vulnerable

6 Probs: [NV: 87.77%, V: 12.23%]

7 === HMM unsupervised model ------
8 Prediction: Not Vulnerable

9 Probs: [NV: 74.89%, V: 25.11%]

10 === Heuristic Classification: ===

1 Conf(NV): 1.8 (59.99%) < Final Class
12 Conf(V): 0.78 (26.0%

Listing 3: Classification models and heuristic output for the
Not-vulnerable snippet from Listing 2.

1 varl::taint GET::taint

2 var2::taint SQL_QUERY::taint
varl::taint

3 var2::ntaint
mysqgli_real_escape_string::san
var3::taint var2::taint

4 mysqgli_query::ntaint var3::ntaint
var2::ntaint

Listing 4: Output from both explanation models (HMM and
MEMM), variant "Not-vulnerable”, for the Not-vulnerable
snippet from Listing 2.

4.5 Implementation

This instantiation was implemented and executed on
a system featuring an NVIDIA RTX 3060 Ti GPU
paired with an Intel Core i7-11700K CPU and 32 GB
of DDR4 RAM.

The software was built in Python (version 3.12.4)
and tested on Windows and Linux. For LSTM and
Transformer models, we used PyTorch alongside the
HuggingFace Transformers library. For HMM and
MEMM, we used scikit-learn, hmmlearn, and
Viterbi algorithm. Data handling relied on NumPy,
pandas, and matplotlib, with joblib for model
persistence. Our PHP2IL translation module uses
nltk for tokenization, and Token Tagger was a mix
of scripting and manual annotation.



Table 2: Classification and explanation results of

VULNLAN.
Classification Explanation
Class [ Tran. | LSTM | HMM uns. | Heuristic | HMM sup. [ MEMM
[ Cor. TInc. [ Cor. Inc. | Cor. Inc. [ Cor. Inc. | Cor. Inc. | Cor. Inc.
Vuln 23 2 23 2 23 2 23 2 23 2 23 2
NVuln | 25 0 23 2 16 9 25 0 25 0 25 0

S PRELIMINARY RESULTS

We conducted a validation and an evaluation of our
VULNLAN instantiation. Next, we present both ex-
periments, from which we want to answer the follow-
ing questions: Q1. Is the NLP-classifiers ensemble,
integrating classifiers’ diversity, robust enough to cor-
rectly detect SQLi vulnerabilities? Q2. Is the Heuris-
tic capable of capturing the correct vulnerability truth
from the NLP-classifiers ensemble? Q3. Are the ex-
planation models capable of capturing the intermedi-
ate states and interpreting the data flow for a correct
vulnerability explanation?

5.1 Validation using Code Snippets

From the 100 test instances present in the Source
Dataset, we selected 25 vulnerable and 25 non-
vulnerable to SQLi snippets with the lowest mutual
similarity between them. These 50 instances were ex-
ecuted in VULNLAN. The results are shown in Ta-
ble 2.

The classification models were able to classify 23
vulnerable snippets correctly; however, for the non-
vulnerable snippets the results vary. HMM unsuper-
vised, for example, produced 9 incorrect predictions.
Even with this disparity, the heuristic proved effec-
tive, maintaining the correct model classifications in
almost all cases.

With 2 incorrect results out of 50, the explanation
models also produced incorrect outputs for the same
2 vulnerable snippets, failing to label their sensitive
sinks as taint. After further analysis, both snippets
have sanitization present, which contributed to these
false negatives. Overall, the results are very satisfac-
tory, whith 96% of accuracy, although the validation
subset is small.

5.2 Evaluation using real Web
Applications

To evaluate our approach, we execute 10 open-source
real PHP web applications similar to those evaluated
in (Medeiros et al., 2016). The instantiation was able
to process applications with more than 100K LoC
(e.g., Multilidae), thereby demonstrating the capac-
ity of PHP21IL in processing PHP code correctly. As
shown in Table 3, VULNLAN reported 518 vulnera-

Table 3: Vulnerabilities found in real web applications by
VULNLAN

Webapp #Vuln H Webapp #Vuln
CurrentCost 3 mutillidae-2.3.5 13
DVWA-1.0.7 4 vicnuml15 9
emoncms._l 399 samate-2013 0
measureit-114 50 WackoPicko-master 36
mfm_013 0 zipec-0.32 4
Total 456 [ Total 62

bilities, but 10% of them were false positives (FPs)
justified by explanation models incorrectly tagged as
taint SQLi-sensitive sinks (e.g., mysqli_query) of
not vulnerable cases.

6 DISCUSSION

Using the VULNLAN framework, we were able to
create an instantiation that leverages diverse NLP
models and PHP code snippets for the detection of
SQLi vulnerabilities. Preliminary evaluation results
are promising, the PHP2IL module demonstrated the
ability to translate entire web applications and handle
their code complexity (i.e., translated every PHP code
structure to our IL). The proposed Heuristic proved
to be an effective approach to ensemble multiple and
different classification models (including old and re-
cent models). For example, as shown in Table 2, spe-
cially for the not vulnerable class, our Heuristic gath-
ered the correct classification even if a model incor-
rectly classified the snippet. The explanation models
labelled the tokens, capturing the intermediate states
of the dataflow, which supports vulnerability interpre-
tation by showing the propagation of the taintedness
along the source code. Also, it is notable that, al-
though the models were trained using code snippets,
they showed a strong ability to handle entire appli-
cations, achieving a modest and acceptable 10% of
FPs. Number of vulnerabilities found is significantly
larger than WAP (Medeiros et al., 2016) partially due
to the broader set of sensitive sinks and entry points
plus functions that were later identified as vulnera-
ble or deprecated as PHP evolved. When processing
code snippets, the results of both classification and ex-
planation tasks reached 96% accuracy. To train, fine-
tune, validate and evaluate our models we used a sin-
gle GPU, which was sufficient considering the dataset
and models we used. Each classification model learns
different patterns in the code, thus vulnerability detec-
tion can leverage this diversity of learned representa-
tions.

While the Heuristic-based ensemble handles high-
level detection by capturing the correct vulnerabil-
ity from the NLP-classifiers ensemble, the sequence
models provide a granular perspective on code execu-



tion. By splitting classification and explanation tasks,
each model can be efficient in their own task. Model
performance is optimised with the scale and diver-
sity of the original dataset, but the explanation models
also depend on precise annotation. Finally, the mod-
ularity of VULNLAN suggests that the framework is
not limited to SQLi or PHP. The same approach of
using an IL to strip bias and focus on logic can be
extended to other programming languages and vul-
nerability classes. By prioritising information den-
sity over model massiveness, VULNLAN provides a
scalable and transparent alternative for vulnerability
analysis in production-grade web applications.

7 RELATED WORK

Over the last decades, several tools have been devel-
oped to identify vulnerabilities by leveraging inter-
mediate code representations to train machine learn-
ing, neural network, or sequence models. One exam-
ple is MERLIN (Figueiredo et al., 2020), which aims
to address the limitations of rule-based static analy-
sis by using an intermediate language called Jimple.
By building control-flow graphs and performing data
flow analysis on code slices, MERLIN employs ma-
chine learning to classify whether code fragments in
PHP and Java are safe or unsafe.

Following a different approach,
DEKANT (Medeiros et al., 2022) leverages NLP
techniques by treating source code similarly to
natural language. It translates PHP code into an
Intermediate Slice Language to filter irrelevant
features and represent relevant characteristics, such
as input sources and sensitive sinks. These sequences
are then used as observations for a Hidden Markov
Model (HMM), which learns patterns from a labeled
corpus to identify vulnerabilities like SQLi and XSS.
Evaluation on real-world applications and plugins
showed that DEKANT achieves high accuracy,
outperforming tools like WAP (Medeiros et al.,
2016).

Recent advancements have introduced neural net-
works into the field of vulnerability detection. Sy-
SeVR (Li et al., 2022) and WAP (Medeiros et al.,
2016) are notable frameworks in this category. While
SySeVR focuses on C/C++ code by creating suitable
inputs for models through punctuation removal and
slice reordering, WAP combines taint analysis with
data mining algorithms, such as Random Forest and
SVM, to predict false positives in PHP source code.
Additionally, VulChecker (Mirsky et al., 2023) uti-
lizes LLVM to generate GNN-optimized representa-
tions, while Fidalgo et al. (Fidalgo et al., 2020) and

VulDeePecker (Li et al., 2018) successfully applied
LSTMs and Bidirectional LSTMs to capture long-
range dependencies in PHP opcodes and C gadgets.

The current state-of-the-art involves Transformer-
based architectures. Tools like VulDeBERT (Kim
etal., 2022) and VulBERTa (Hanif and Maffeis, 2022)
process C/C++ source code by abstracting it into code
gadgets, outperforming earlier LSTM models. Fur-
thermore, VulDetect (Omar and Shiaeles, 2023) uti-
lizes pre-trained GPT models to treat code as a pure
NLP task, reaching higher precision than encoder-
only architectures.

Despite these progresses, current approaches still
face several limitations. Most tools rely on a single
model type, such as HMMs or Transformers, which
may struggle with code patterns outside their training
corpus. Additionally, many models operate as black
boxes”, providing detection results without an expla-
nation. VULNLAN addresses these gaps by propos-
ing a multimodal NLP-ensemble framework. Unlike
the mentioned tools, VULNLAN combines the clas-
sification power of neural networks with supervised
sequence models to pinpoint the exact location of vul-
nerabilities, providing a token-level explanation of the
taintedness propagation.

8 CONCLUSION

This paper introduced VULNLAN, a novel NLP-
ensemble framework designed to detect and explain
code vulnerabilities. By using an Intermediate Lan-
guage (IL) to normalise source code, we allow mod-
els to learn just the program’s logical flow. An
VULNLAN instantiation took place for SQL Injection
in PHP web applications and it

showed that splitting detection and explanation
tasks is an effective approach. The ensemble provided
robust classification, and sequential models revealed
taintedness propagation along the code. The results,
despite being preliminary, are promising and achieved
high accuracy. This proposed vulnerability interpreta-
tion can help developers understand and fix vulnera-
bilities quickly.

Future work will focus on expanding the corpora
to cover other major vulnerability classes (e.g., Cross-
Site Scripting (XSS)), adapting the IL translator to
support additional programming languages, and fur-
ther evaluating our approach.

By maintaining a modular design and prioritising
information density, VULNLAN represents a scalable
and accessible solution for securing production-grade
code in an increasingly complex threat landscape.
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