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Abstract—The rising sophistication of cyberattacks demands
innovative solutions to safeguard system security and depend-
ability. Traditional honeypots, while essential for malware col-
lection, fall short in addressing modern threats like file-less
malware and multi-stage attacks. This work presents a novel
high-interaction honeypot architecture with integrated real-time
analysis that allows for more accurate machine learning-based
malware classification. The preliminary results of the proposed
honeypot showed that such a novel architecture can detect and
classify malware.

Index Terms—Malware Detection and Classification, Honey-
pots, Machine Learning

I. INTRODUCTION

The prevalence and sophistication of malicious cyberattacks
are rapidly increasing. Modern attackers exploit advanced
persistent threats, targeted attacks, and artificial intelligence to
automate and enhance their offensive capabilities. Such attacks
compromise security and dependability, requiring advanced
methods to understand, anticipate, and mitigate them [1].

Honeypots have long been established tools in cybersecu-
rity for observing attacker behaviour and collecting malware
samples. However, traditional honeypots, especially low- and
medium-interaction types, are often identifiable as simulated
environments by attackers, and the dominant “capture first,
analyse later” paradigm fails to address critical challenges:

• File-less malware does not leave suitable physical arte-
facts suitable (like malware files) for later analysis;

• Multi-stage attacks may reveal critical payloads or be-
haviours only under specific real-time conditions;

• Sophisticated malware evades analysis by behaving dif-
ferently when later executed in an analysis sandbox.

This work introduces an architecture that integrates high-
interaction honeypots with real-time analysis capabilities based
on machine learning (ML). This approach addresses the lim-
itations of traditional honeypots, offering richer insights into
attacker behaviour, capturing file-less malware, and enabling
real-time classification. With the proposed architecture, we
address the following key research questions:

• Can a high-interaction honeypot with integrated real-time
analysis provide better insights into advanced attacks?

• Can such a system capture unseen malware, including
file-less and multi-stage variants, that behave differently
in sandboxes versus real environments?

Experimental preliminary results of our architecture are
promising and show that the approach is able to classify
malware of different classes.

II. RELATED WORK

Honeypots have been essential tools for understanding
and mitigating cyber threats. Low- and medium-interaction
honeypots, such as Dionaea1 and Cowrie2, primarily collect
basic attacker behaviour information (e.g., timestamps and
remote IP addresses) and malware samples. T-Pot3 combines
multiple honeypot technologies into a unified framework with
a user-friendly interface. A recent survey [2] highlights recent
technical advances in honeypots. Most existing solutions focus
on data collection, leaving analysis of malware samples to a
later, separate stage. While honeypot detection and evasion
strategies are frequently discussed, there is a lack of integrated
deeper analysis of malware within honeypots.

High-interaction honeypots offer a more realistic target
system, and recent systems such as HoneyIoT for IoT devices
[3] dynamically adjust their behaviour to make detection as
a honeypot more difficult. HoneyICS for industrial control
systems (ICS) [4] is a step towards similar goals as ours,
integrating threat profile based on the MITRE ATT&CK
techniques, but with a dedicated focus on ICS. Raut et al. [5]
use ChatGPT to provide more realistic responses in a high-
interaction honeypot, mitigating honeypot detection strategies.
While these approaches underline the growing interest in
enhancing honeypots with ML, none of these approaches
achieves the goal of augmenting a high-interaction honeypot
with integrated ML-based real-time analysis.

III. PROPOSED ARCHITECTURE

Our proposed approach involves developing an integrated
environment combining a high-interaction honeypot with real-
time analysis and ML-based classification. The architecture

1https://github.com/DinoTools/dionaea
2https://github.com/cowrie/cowrie
3https://github.com/telekom-security/tpotce
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Fig. 1. Proposed architecture overview.

outline in Fig. 1 is designed to maximize insight on attacker
behaviour. Key components include:

• High-Interaction Honeypot: This component closely
mimics commonly used systems, like services / operating
systems to ensure attackers cannot easily distinguish them
from legitimate targets. It captures detailed attack traces,
including in-memory artefacts and multi-stage payloads.

• Real-Time Analysis: Captured malware samples and at-
tack traces are analysed in real-time (while the attacker
is still interacting with the system), through static and
dynamic analysis.

• Machine-Learning Based Classifier: A ML model,
trained offline using VirusTotal4 labels as ground truth,
provides classifications of observed malware samples.

The left side of Fig. 1 represents the acquisition and
aggregation of samples from existing repositories to create a
dataset using features extracted from these samples’ VirusTotal
analysis results. This dataset is then processed and used to train
and test the ML model. The right side of the figure shows the
case of an attacker connecting to the finished honeypot and
analysis network, sending a file, and the subsequent feature
extraction and classification of this same file. Our proposed
approach distinguishes itself from current solutions by placing
the analysis tool inside the honeypot itself, making way for
(near) real-time static & dynamic analysis of files within
the honeypot environment. This, in turn, allows for capturing
behaviours and features that current solutions fail to capture,
specifically regarding analysis evading malware, environment-
specific malware, and more complex adversarial behaviour
such as Advanced Persistent Threats (APTs).

4https://www.virustotal.com

IV. PRELIMINARY RESULTS

The objective of this section is to evaluate the initial version
of our solution and obtain preliminary results that might
answer the two research questions.

Static and Dynamic Analysis Tools Evaluation. A study of
available open-source tools for static and dynamic analysis
has been made, with the aim of finding the best tool to use
in the framework honeypot. The already studied tools were
Cuckoo35, CAPEv2 6, and LiSa (Linux Sandbox)7, with the
latter being our choice for usage in the final architecture,
since Cuckoo3 does not provide support for Linux binaries and
CAPEv2 has various configuration problems with Linux guest
VMs. LiSa is a dedicated analysis tool for Linux binaries,
making it extremely aligned with the scope of our proposal,
and the easiest tool to setup and use by far. Regardless, it still
has some limitations out-of-the-box, especially in the field of
dynamic analysis, since it only captures IP Traffic and Files
opened by the sample being analysed. To cope with this issue
and in order to capture the remainder of the behaviours needed
for classification, an extension to the tool is currently under
development. The extended version of LiSa will be used in
the architecture alongside the honeypot to capture the features
necessary to classify the samples sent to the honeypot using
the ML-based classifier.

Malware Dataset Composition. An essential component of
our framework is a reliable and balanced multi-class malware
dataset in order for the classifier to perform well. To achieve
such a dataset, we collected samples from VirusShare and
analysed their VirusTotal results.

We acquired samples from four sub-datasets compiled by
VirusShare, from 2014, 2016, 2019 and 20208. The total
number of samples from these four sub-datasets is around
66,000, but while this number may seem more than sufficient
for the training and testing of a model, there have been
various issues noticed within the datasets that resulted in a
large number of samples to go unused for processing the ML
Model. The first problem found was related to the trojan.mirai
botnet, which was found in the large majority of samples of the
two latest sub-datasets (2019 and 2020). This would create a
considerable bias in the model, so the need to avoid using
too many samples of this type of malware largely limited
the number of samples used. However, it was also necessary
to deal with the amount of trojan samples in comparison to
others. To solve this, the category trojan had to be split into
sub-categories (e.g. trojan.gafgyt, trojan.rootkit, etc), in order
for a balanced classification between these and other samples.
In contrast, all other malware types were bundled into their
main categories (e.g. virus, worm), in order to balance the
dataset as much as possible against the various trojan samples.

5https://github.com/cert-ee/cuckoo3
6https://github.com/kevoreilly/CAPEv2
7https://github.com/danielpoliakov/lisa
8https://github.com/ashalaginov/Linux-ELF-malware-static-analysis



TABLE I
LIST OF FEATURE THAT COMPOSE THE MALWARE DATASET

Category Feature

Static

Selected Header Fields
Import List
Export List
Section List
Shared Libraries

Dynamic

MITRE ATT&CK Rules
Files Opened
Files Deleted
Files Written
Files with Changed Attributes
Shell Commands

Network IP Traffic
Class Malware Class Label

After this filtering procedure, our current and initial dataset
is composed of 2,530 samples, each belonging to one of 7
malware category, distributed as follows:

{virus: 508, trojan.gafgyt: 755,
trojan.generica: 303, hacktool: 98,

trojan.tsunami: 217, trojan.rootkit: 228,
trojan.mirai: 303, worm: 118}

From VirusTotal results of these samples, a hand-picked
static (e.g., metadata on binary sections, imports, exports) and
dynamic features (e.g., API call traces) analysis was made to
build a labelled dataset, and pre-processing it for the training
and testing of the ML Model. This new dataset has the same
number of instances as the initial one, i.e., 2,530, and is
constituted by 12 features, split into categories static, dynamic
and network, plus the class feature for the malware category
label. Table I presents all of these features, which have been
combined with the files VirusTotal verdict, to assemble a
labelled multi-class dataset to train the ML Based classifier.

Tables II and III represent the VirusTotal analysis results of
a malware sample, labelled as ransomware.royal/royalransom,
showing the chosen features as they appear in the results.
The DETAILS tab (Table II) provides features related to
static analysis, while the BEHAVIOUR tab (Table III) provides
dynamic analysis related features. From the DETAILS tab, the
extracted features were the ones provided by the ELF Info sec-
tion, namely the header information, which contained section
names, imported and exported symbols, and shared libraries
used. Some of these features had to be slightly adapted for
building the dataset. From the BEHAVIOUR tab, the extracted
features were mainly related to the file’s interaction with other
files in the system, checking which folders from the root Linux
folder (/) the file reads from, writes to, deletes files from,
and changes attributes within, along with triggered MITRE
ATT&CK techniques detected. Furthermore, any IP contacted
is also saved, along with its respective port. To further clarify
how Table I features are associated with the results acquired
from VirusTotal, features selected from Tables II and III have
been colour coded according to their nature (Orange for Static,
Purple for Dynamic, Green for Network).

ML Classifier Evaluation. Using the 2,530 samples from the
labelled dataset, we trained and tested the Random Forest ML

Model to classify malware samples based on their features.
Random Forest was chosen because it allows the user to
examine the tree built for each classification, thus showing how
the classifier reached its decision. Furthermore, previous works
on malware detection and classification have shown that Ran-
dom Forest highly outperformed other classical ML algorithms
[6], [7]. The classifier was evaluated with an 80% training
and 20% testing ratio, max depth=15, max features=0.75,
n estimators=300 and its results are presented in Table IV.

TABLE IV
RESULTS OF RANDOM FOREST IN CLASSIFYING THE DATASET.
Malware Class Precision Recall F1-score Support
virus 0.93 0.79 0.86 97
trojan.mirai 0.97 0.98 0.98 62
trojan.generica 0.64 0.63 0.64 60
trojan.gafgyt 1.00 0.97 0.98 153
trojan.rootkit 0.59 0.75 0.66 55
trojan.tsunami 0.93 1.00 0.96 39
hacktool 0.46 0.40 0.43 15
worm 0.52 0.60 0.56 25
Global Metrics
accuracy 0.84 506
macro avg 0.76 0.77 0.76 506
weighted avg 0.85 0.84 0.84 506

Low Precision and Recall values for ’hacktool’ and ’worm’
categories are due to low sample count, while ’trojan.generica’
presents low values in these metrics due to being a generic
category, unlike other trojan categories which are more spe-
cific. The current iteration of the classifier has also been
used in the creation of an interactive malware guessing game,
named Malguessr, which was showcased at the UTmessan IT
Event9, allowing users to guess malware based on its features,
and showing how a machine learning model would reach its
decision for the same sample by analysing its tree, adapting
each node to be readable by humans.

V. FORTHCOMING WORK

Forthcoming work for this work mainly revolves around
combining the multiple distinct framework components, test-
ing the framework and evaluating it against current approaches
for honeypots and analysis. For this, the list of samples will be
greatly expanded using even more file hashes acquired from
the four previously mentioned VirusShare datasets7, along
with other samples acquired from the Frostbyte Lab Network.
These samples will be once again sent to VirusTotal for
feature extraction, expanding the current dataset for better
model training and testing. Another forthcoming development
is centred around placing the analysis components and hon-
eypots inside the same environment. For comparison, we will
implement a baseline approach mimicking traditional honeypot
architectures, where malware is collected and later analysed
in isolated environments (e.g., using Cuckoo sandbox). Both
approaches will be evaluated regarding their ability to capture
and classify behaviours in the captured samples.

9https://utmessan.is/



TABLE II
VIRUSTOTAL DETAILS TAB EXAMPLE (STATIC FEATURES)

Metadata Shared Libraries
Build ID bfc741433da42051ea6eaa8e946ab79463608ed2 libpthread.so.0
Interpreter /lib64/ld-linux-x86-64.so.2 libdl.so.2
Header libstdc++.so.6
Class ELF64 libm.so.6
Data 2’s complement, little endian libgcc s.so.1
Header Version 1 (current) libc.so.6
OS ABI UNIX - System V Imported Symbols
Object File Type EXEC (Executable file) tcsetattr FUNC
Required Architecture Advanced Micro Devices X86-64 mprotect FUNC
Object File Version 0x1 ZNSsaSEPKc FUNC
Program Headers 8 fileno FUNC
Section Headers 32 ZNSsC1Ev FUNC
Contained Segments Contained Sections ...
PHDR undefined Exported Symbols
INTERP .interp X509 ATTRIBUTE it OBJECT
LOAD .note.ABI-tag ASN1 IA5STRING it OBJECT
LOAD .note.gnu.build-id EXTENDED KEY USAGE it OBJECT
DYNAMIC .gnu.hash Camellia decrypt FUNC
NOTE ... shadow DES check key OBJECT
GNU EH FRAME ...
GNU STACK

TABLE III
VIRUSTOTAL BEHAVIOUR TAB EXAMPLE (DYNAMIC FEATURES)

Network Communication MITRE ATT&CK Process and service actions
IP Traffic Tactics and Techniques Shell Commands
TCP 185.125.188.59:443 Execution TA0002 (T1059, T1064) /bin/mount /var/lib/snapd/snaps/lxd 24061.snap...
TCP 185.125.190.26:443 Persistence TA0003 (T1543, T1543.002) /bin/mount /var/lib/snapd/snaps/powershell 226.snap...
TCP 185.125.190.27:443 Privilege Escalation TA0004 (T1543, T1543.002) /bin/sh -c ”/usr/sbin/ethtool -i $1 —/usr/bin/sed -n...
TCP 185.125.188.55:443 Defense Evasion TA0005 (T1036, T1064, T1070, T1979.004) /lib/udev/bcache-export-cached /dev/loop0
TCP 91.189.91.42:443 Discovery TA0007 (T1082, T1083, T1518, T1518.001) (...)
TCP 54.217.10.153:443 Comand and Control TA0011 (T1071, T1090, T1573)
TCP 91.189.91.43:443
File System Actions
Files Opened Files Deleted
/etc/ld.so.cache /etc/udev/rules.d/70-snap.core18.rules
/lib64/libc.so.6 /etc/udev/rules.d/70-snap.core20.rules
/lib64/libdl.so.2 /etc/udev/rules.d/70-snap.lxd.rules
/lib64/libgcc s.so.1 /etc/udev/rules.d/70-snap.powershell.rules
(...) (...)
Files Written Files With Modified Attributes
/etc/udev/rules.d/70-snap.snapd.rules.PpxBv5lyYvwj∼ /run/mount/utab.1LjDBw
/etc/udev/rules.d/70-snap.snapd.rules.bt4c1kjrHTk5∼ /run/mount/utab.jvYjmZ
/etc/udev/rules.d/70-snap.snapd.rules.vKNwhtvDGcbN∼ /run/mount/utab.lock
/etc/udev/rules.d/70-snap.snapd.rules.xxvXhMfYsQgG∼ /run/mount/utab.riX3oe

VI. CONCLUSION

This work proposes a novel architecture combining high-
interaction honeypots with real-time analysis to address key
limitations of traditional honeypots. By enabling real-time
classification and deeper contextual analysis, our approach
aims to provide richer insights into modern attack strategies.
Preliminary results suggest significant potential for capturing
novel malware and providing valuable intelligence for improv-
ing system dependability and security.
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