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Abstract—Web applications are widely used to access and
manage services, including databases to store and retrieve data.
However, these applications have suffered from vulnerability
issues in their source code, which represents a serious threat
to information protection, such as the exploitation of the SQL
injection vulnerability that allows access unduly to data from
databases. This paper addresses the web vulnerability problem
by using Natural Language Processing (NLP) models to detect
vulnerabilities in an Intermediate Language (IL) representation
of web application source code. The focus on using an IL is to
represent the code in a generic language that can be used to train
different NLP models, such as sequential (e.g. Hidden Markov
Models) and neural network (e.g. Transformers), with the goal
of detecting vulnerabilities in several manners and explaining
their existence. A vulnerability detection tool will combine these
models to check if the code is absent of vulnerabilities or not,
stating where they are posed in the code. Preliminary results
show that neural network models are able to interpret IL code
as being original code and detect vulnerabilities through it.

Index Terms—Vulnerabilities, Web applications, NLP models,
Software security

I. INTRODUCTION

Information security is the protection of information sys-
tems from unauthorized people and actions in order to provide
confidentiality, integrity and availability [1]. This protection is
fundamental to our privacy, and, whether we are conscious
of it or not, it is present in our lives, and we should be
aware that our data is valuable [2]. The number of victims
of data breaches and cyberattacks has grown every year [3].
The global average total cost of a data breach reached $4.88M
(in 2024), which means that companies need to explore more
sophisticated defence mechanisms against cyber threats [4].
Also, organizations that extensively used Artificial Intelligence
(AI) reduced their data breach costs by 45.6% [4]. Further-
more, in 2023, 47% of cybersecurity professionals had no or
minimal knowledge in AI or Machine Learning (ML) [3], and
in 2024, 73% of organizations with 20,000 or more employees
have implemented a tool of Generative AI [5]. This fast pace of
AI integration showcases that this new, emerging, and helpful
technology shapes the future of cybersecurity defence.

Web applications are one of the focus of cyberattacks.
Applications built in PHP language are the target of many
attacks because PHP is the server-side language of 75% web
applications existing in the wild [6]. This means that them
must be tested adequately before they are made public since
every vulnerability has significant value. Among the several
vulnerability classes of web applications, injection is the

most exploited, with SQL injection (SQLi) being the most
impactful [7].

Efforts have been made to detect vulnerabilities in PHP
in the last years with the construction of new static analysis
tools integrating ML, such as DEKANT [8], MERLIN [9],
and WAP [10]. Although these tools presented good results,
the evolution of technology, the growing complexity of attacks
and vulnerabilities, and the adoption of AI for cybersecurity,
it is demanding new vulnerability detection tools. AI is a fast-
changing area, and we can leverage this by creating models
that do certain tasks that were difficult to automate before, such
as vulnerability detection in the source code of applications.

This paper presents a novel Natural Language Processing
(NLP)-based approach for the detection and explanation of
PHP vulnerabilities. The approach combines different types
of NLP models, namely neural networks (e.g. Transformers,
LSTM) and sequential models (e.g. Hidden Markov Models),
that process PHP code expressed in an Intermediate Language
(IL) to identify vulnerabilities. While the former will indicate
if the code is absent of faults, the latter will be capable of
explaining the results of the former and stating where they are
posed in the code. The goal of using an IL is to represent the
code in a generic language that can be used to train different
types of NLP models, where the sequential ones will explain
the classification from the ”black-box” neural network (NN)
models. A translator transforms PHP tokens into IL tokens,
involving a cleaning pre-processing of irrelevant data (e.g.
comments), which could induce over-fitting to the models
based on biased information that does not follow the meaning
of the code itself, and following a defined IL specification,
similarly to a natural language (e.g., English language). Con-
sequently, an IL meaning representation can be inferred by
the models that are used for NLP tasks. This combination of
models for vulnerability discovery is something that, to the
best of our knowledge, has never been done before.

The paper also presents a preliminary evaluation of the
NNs used in the approach for SQLi’s vulnerability detection.
The results showed that neural network models correctly
interpret IL code as being original code and are able to detect
vulnerabilities through it with a precision of 96%.

The main contributions of the paper are: (1) a novel NLP-
based approach for vulnerability identification with the capac-
ity to explain their existence in the code; (2) a preliminary
evaluation of the approach showing its ability to process PHP
code expressed in IL in the same way as source code.



II. BACKGROUND & RELATED WORK

Web Application Vulnerabilities. Web Applications with
negligent use of functions that do not sanitize or validate user
inputs are vulnerable to injection vulnerabilities. SQLi is one
of the most critical injection vulnerabilities, where an attacker
can forge an input to exploit an SQL query. These malicious
inputs can allow authentication bypass, sensitive data retrieval,
modification of database contents, or data deletion. An exam-
ple of an SQLi is represented in Listing 1, where the variables
username and password can receive malicious user inputs,
as being the user credentials, which will alter the query (line
4) and lead to the execution of unauthorized commands in the
database (line 5).

1 $username = $_GET[’user’];
2 $password = $_GET[’pass’];
3 $query = "SELECT * FROM users WHERE u = ’

$username’ AND p = ’$password’";
4 $result = $db->query($query);

Listing 1. Example of SQL Injection Vulnerability in PHP.

Neural Networks. Neural Networks (NN) improved the ML
domain, introducing Deep Learning into this spectrum. The
NN architecture consists of nodes and connections between
these nodes. Hidden layers in the middle of the NN contain
parameters of multiplication (the weights) and addition (the
biases). The training of an NN starts with unknown parameter
values that are estimated when we fit the NN to a dataset
using a backpropagation method, which uses the chain rule
to calculate the respective derivatives. Then, these derivatives
serve as an input to the gradient descent algorithm to optimize
the parameters [11], [12]. Long Short-Term Memory (LSTM)
networks address the vanishing gradient problem present in
traditional Recurrent Neural Networks (RNN) by introducing
gating mechanisms that control the flow of information, en-
abling them to capture long-range dependencies in sequential
data [13]. Another architecture that leverages NNs is trans-
formers [14], which are composed of two sides: encoder and
decoder. The first is used to represent each token of a corpus
in a high-dimension vector, which also saves the sequence,
i.e., the position of each token is encoded in each vector
(called ”Positional Encoding”), whereas the decoder generates
sequences using predictions for the token positions.

Sequence Models. Sequence models, such as Hidden Markov
Model (HMM), Maximum Entropy Markov Model (MEMM)
and Conditional Random Field (CRF), classify each token
according to a set of features defined a priori. These models
use the sequence of the tokens and their observed labels to
predict the next hidden state using the transition probabilities
between the observations and the hidden states [15].

Vulnerability Detection Tools. Vulnerability detection tools
have been developed using various techniques, where some
resort to intermediate code representations (ICR) to represent
the source code, remove bias, or even represent it in a specific
form to fit ML models. WAP [10] combines taint analysis with
ML, which first represents PHP code into abstract syntax trees

(AST) to create ML models for predicting false positives on
results of taint analysis. MERLIN [9] has a similar principle
as WAP but to PHP and Java. It converts PHP and Java
code into Java bytecode and combines control-flow graphs
with ML models for vulnerability detection. DEKANT [8]
uses an ICR of PHP applications and an HMM model to
discover vulnerabilities over it. NNs have been applied to
discover faults, mainly in C/C++ programs. LSTM models are
widely used for this purpose, for example, VulChecker [16],
VulDeepecker [17], and SySeVR [18], to mention some.
Transformers models [19], [20] have also been applied in
this area but much less than LSTMs. Using the encoder of
transformers, VulDeBERT [20] achieved better results than
LSTM models. However, VulDetect [21] showed better results
by fine-tuning a pre-trained large-language model and finding
faults in C/C++. These models only state that applications have
vulnerabilities without explaining their results and where they
are in the code, which is what we propose.

III. PROPOSED SOLUTION

The proposed solution aims to use NLP models to identify
web vulnerabilities, including their explanation, in an IL, a
more simple representation of web application source code
that can serve different models. The approach resorts to neural
networks and sequence models, where the former detects vul-
nerabilities in code, whereas the latter provides an explanation
of that detection. The architecture of the solution is depicted
in Fig. 1, and it comprises two main phases – Training and
Testing and Vulnerability Detection –, corresponding to the left
and right sides of the figure, respectively.

Training and Testing Phase. This phase prepares the IL
dataset for the NLP models and creates and trains them
through a Training and Testing process that employs a training,
validation and fine-tuning cycle to find the best parameters
for each type of model. During this cycle, the models are
also tested on data that they have never seen before using
a sub-dataset of the IL dataset. Further, to find the best
hyperparameters of transformers, a cycle of cross-validation
is executed. The IL dataset is built from a dataset of vul-
nerable and non-vulnerable PHP source code snippets. To
do so, a Translator converts the PHP code snippets into IL
snippets, which consist of simplifying PHP code so that IL
may not introduce bias to models and can be similar to a
natural language, thus bringing more efficiency to the models.
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Fig. 1. Solution architecture overview.



According to each type of model, the Translator’s specification
may change in order to adapt the language to the model.
One of the main steps of the translation process is to remove
characters (e.g. punctuation marks) or sequences of characters
(e.g. static strings, comments, heredoc and nowdoc) that do
not add any relevant meaning to the logical flow of the source
code, translate certain terms into simplest ones, such as the
static parts of SQL queries, which are replaced with the token
SQL_QUERY. Listing 2 is the IL representation of the PHP
code snippet in Listing 1. We can observe that punctuation and
static strings were removed, the SQL_QUERY token replaces
part of the query in line 3, and variables are kept in their
original form (e.g. $username).

1 $username $_GET
2 $password $_GET
3 $query SQL_QUERY $username $password
4 $result $db query $query

Listing 2. Example of SQL Injection Vulnerability in IL

Vulnerability Detection Phase. In this phase, the input PHP
code snippets are classified as Vulnerable or Non-Vulnerable,
including its justification, by the final NLP models. The main
idea is that NNs perform classification and sequential models
justification. Both are included in the vulnerability-finding
tool and will produce results that will have to be interpreted.
However, for the tool to operate, the input PHP code is first
translated into IL in the same way the training dataset was
converted. This step ensures that the syntax of the input snippet
is similar to the syntax in which the models were trained.

IV. PRELIMINARY RESULTS

The objective of the experimental evaluation was to answer
the following questions: i) can PHP source code be correctly
translated to IL, keeping the logic and semantic meaning? ii)
how do NNs perform in detecting vulnerabilities through IL?

IL Dataset Composition. We have built a dataset with PHP
code snippets collected from SARD [22] (a collection of
datasets with known weaknesses), each one corresponding to
a file. Currently, the dataset contains 1,362 SQLi instances:
860 vulnerable and 502 not vulnerable. It is important to note
that this dataset is not the final dataset; it will be extended
with more instances and types of vulnerabilities (e.g. XSS).

The Translator module processed each PHP code snippet to
represent it in IL form, following the explanation described in
Section III. In the end, the IL dataset has the same composition
and distribution as the original PHP dataset.

Neural Networks Training and Evaluation. Transformers
and LSTM were trained with the IL dataset. For both trans-
formers and LSTM, the dataset was shuffled and split into
70% for training, 20% for validation, and 10% for testing.
The metrics used to evaluate the models were accuracy,
precision, recall and F1-score. The accuracy is the proportion
of correct predictions over the total number of predictions. The
precision is the proportion of true positives out of all positive
predictions. The recall is the proportion of true positives out

Fig. 2. Training and validation loss values per 100 steps graph. Obtained
from the transformers model trained over the CodeBERT model.

of all the actual positive instances. F1-score is the harmonic
mean of the precision and recall.

Transformers were trained with CodeBERT, GraphCode-
BERT, GPT-2, and RoBERTa models, configured with the
CodeBERT tokenizer. All models tokenized the sequences
of tokens of each file of the dataset correctly. The hyper-
parameters of the models produced different results, but the
selected ones, after a small nested cross-validation [23], were
consistent and did not show significant signs of over-fitting in
the ”Training vs Validation Loss”. Fig. 2 shows this for the
CodeBERT model, where we can observe that both values of
training loss and validation loss decrease from the first 100
steps but, after the 300th step, remain relatively stable.

The final hyperparameters of the models are: {Epoch: 4;
Warmup steps: 200; Weight decay: 0.0001;
Learning Rate: 0.00004; Max. steps: 700}.
The preliminary results shown in Table I are promising. The
model trained over CodeBERT was the best in all metrics
except precision, achieving an accuracy of 94%, a recall
of 100% (meaning it did not miss any vulnerability), and
a F1-score of 96%. The model with the best precision is
trained over GPT-2 (96%). CodeBERT correctly predicted
as Non-Vulnerable almost all 137 instances, missing only 8
instances (false positives). After manually analysing these
8 cases, they all have in common the sanitization function
mysql_real_escape_string and the general pattern of
creating and using the SQL string. It is also important to note
that the use of this function, just for itself, does not invalidate
vulnerabilities, which is the case in these instances.

For LSTM, we used the Adam, Adadelta and RMSProp
optimizers trained with the hyperparameters: {Hidden
dim.: 128; No. Layers: 12; Learning Rate:
0.00001; Epochs: 400; Batch Size: 30}.
The results are presented in Table II. The LSTM model
with Adam outperformed the other two largely for accuracy,
precision and F1-score, achieving values between 91% and

TABLE I
TRANSFORMER MODELS TRAINED WITH DIFFERENT BASE MODELS.
Base Model Accuracy Precision Recall F1-Score
CodeBERT 0.94161 0.91579 1.00000 0.95604
GraphCodeBERT 0.89781 0.93976 0.89655 0.91765
RoBERTa 0.91971 0.92222 0.89655 0.92308
GPT-2 0.90511 0.96250 0.88506 0.92216



TABLE II
LSTM MODELS TRAINED WITH DIFFERENT OPTIMIZERS.

Base Model Accuracy Precision Recall F1-Score
Adam 0.90511 0.94048 0.90805 0.92398
AdaDelta 0.63504 0.63504 1.00000 0.77679
RMSProp 0.66423 0.65649 0.98851 0.78899

94%. AdaDelta had the best Recall (100%) while Adam
reached 91%. However, we believe that the results of AdaDelta
and RMSProp optimizers did not do proper training because
the value of validation accuracy was almost constant for the
full length of the epochs. Therefore, we consider that these
results need further research so that the models can learn
properly and find the best hyperparameters.

Overall, we can state that both NN models were able to
interpret IL and discover the vulnerabilities contained in the
dataset with satisfactory efficacy. These preliminary results
indicate that we are on the right path to constructing a new
form of improving software security.

PHP Dataset Comparison. In order to check how much our
IL representation deviates from the complete semantic and
logic flow of PHP language, we evaluated the transformer
models with the original PHP dataset and configured with the
same tokenizer used in the experiments above. All models
performed perfectly with the dataset, achieving 100% in all
the metrics. This score was expected because NLP models
fit to source code and many tokens are similar to a natural
language, i.e., English. Considering the F1-Score obtained by
CodeBERT with IL, the ∼4% deviation is very acceptable and
denotes that our IL is capable of representing PHP code in a
comprehensive way.

V. FORTHCOMING WORK

There are some essential steps to improve in our approach;
one is to perform a complete cross-validation of both NN
models to tune the hyperparameters for each type of model.
The training will also improve by extending the dataset with
more instances and types of vulnerabilities. Following the
proposed approach architecture (Fig. 1), the Translator is
going to be upgraded to construct the corpus required by the
sequence models. To do so, the new Translator will process the
original source code to a labelled IL, where each IL-token will
receive a label. Lastly, the tool will be developed, integrating
the models, the translator, and the interpretation mechanism.
With the sequential models and the NNs correctly trained and
tested, the targeted explainable approach will be achieved.

VI. CONCLUSION

The paper presented an NLP approach for detecting vul-
nerabilities in PHP web applications. The approach comprises
neural networks and sequence models where the former states
if the code is vulnerable or not, while the latter provides an
explanation of the results of the former, thus identifying the
vulnerabilities in the code. The approach to be able to deal
with diverse models, the PHP code is first translated into an
intermediate language. The approach is under development,
but the preliminary results of neural networks (Transformers

and LSTM) are promising and demonstrate that it is beneficial
to have an IL that is capable of maintaining the logic and
semantics of PHP programs and serving different NLP models.
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