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—— Abstract

Industrial and embedded software systems frequently integrate various third-party components
sourced from diverse providers into their codebases. These systems are commonly developed in C, a
language known for its lack of variable bounds checking, making it vulnerable to Buffer Overflows
(BOs), which, when exploited, can cause severe damage. Consequently, the binary code resulting
from vulnerable C programs is also vulnerable and remains so in the final products. Fixing these
software systems is challenging because only binary code is available. This paper presents PATCHBIN,
a binary patching tool to automatically fix BO vulnerabilities and validate the effectiveness of
fixes while ensuring no new flaws are introduced. The approach involves a combination of fuzzing,
reverse static analysis and static rewriting techniques to, respectively, (¢) identify possible malicious
inputs that can trigger BOs, (ii) find their root cause by employing reverse data flow analysis,
and (i4¢) remove them by rewriting the binary code with effective validation, thus generating a
new binary without the original flaws and new ones. Experimental evaluations with synthetic and
real-world applications demonstrated that PATCHBIN detects and fixes BO in binary programs
without introducing new vulnerabilities. The results showed that PATCHBIN is an important aid for
industrial partners, enabling them to test and fix their products, including third-party components,
without access to source code, but only to binary code.
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1 Introduction

In recent years, software development has grown significantly, but security has often been
overlooked due to the industry’s fast-paced nature. The rise of digital transformation and
technological evolution, such as Industry 4.0 [23], along with the increasing number of devices
in our daily lives, has created a constant demand for new features and faster development.
As a result, software has become more complex and has integrated various third-party
components from different provenances. Software for industrial and embedded systems has
been built in this manner and deployed in binary form in many products (e.g., vehicles,
aircraft, and water plants). Nevertheless, software integration and complexity have also
favoured the emergence of bugs and vulnerabilities [48, 50], thus raising awareness of the
need to take security seriously in software running on products.
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C is the core language for developing this type of software. Yet, it is well known for
its lack of variable-bound checking, making it vulnerable to Buffer Overflows (BOs). The
resulting binary code from vulnerable programs is also vulnerable and deployed as such
in final products. BOs are the most impactful vulnerabilities [9] and recorded in recent
years [33, 9]. When exploited, these vulnerabilities can cause severe damage with critical
consequences for products that run vulnerable software (e.g., car crashing [50]), as they can
allow an attacker to compromise integrity, availability, and confidentiality [34].

Based on this fast-paced software development and security scenario, there is a growing
need for tools that quickly identify potential application vulnerabilities. However, simply
detecting a vulnerability is only half the job, and there is still a need for tools that can
automatically correct the code to eliminate the vulnerability and validate the effectiveness of
the correction. Hence, correctly identifying and fixing BOs is of utmost importance. This
is a difficult task, especially in binary code, since applications’ source code is not always
accessible, and in particular from third-party software for which only binary code is provided.
Furthermore, fixing binary code involves creating extra space in it to allocate the instructions
that will remove the vulnerabilities, which implies moving the existing instructions and
recovering the control flow information (CFI) after the correction is applied. Otherwise, the
program functionality would be compromised. Yet, correction implies detection first, but
does not explicitly include validation.

Although there are tools that can help with the detection task [17], the scenario is not the
same for the repair task [24]. Furthermore, tools that integrate all three actions (detection,
repairing, and validation) are not usually available; when they exist, they are for source
code [24]. BO detection tools are mainly based on static [47, 19] or dynamic analysis [25].
The former analyses the code without running it, tracking possible entry points (i.e., inputs)
associated with vulnerabilities, but it can be low-precision, as it may generate many false
positives. In contrast, the latter inspects the code while it is in execution, identifying the
points in the program where a crash occurs but fails to identify the problem’s root cause
— the sensitive sink point. Moreover, they usually require code instrumentation during the
compilation process [51], thus requiring access to the source code. To repair vulnerabilities,
most existing tools also require access to the source code [24, 19], which is not the case,
especially for closed-production products and third-party components. Nevertheless, the
tools for binary patching have limitations, such as high system requirements and resources [4],
incompatibility with the limited environments typically found in embedded systems [4], and
the need for the source code for the instrumentation to exercise and analyse binary code [51].

This paper presents PATCHBIN (Patch C Binary Automatically), a binary patching
tool designed to automatically fix BOs in the binary code of C programs and validate its
effectiveness, thereby ensuring that no new flaws have been introduced. The tool performs
Detection, Repairing and Validation, without needing the source code and code instrumentation.
To accomplish this, PATCHBIN comprises a four-step approach that involves: (i) fuzzing:
confirm the presence of BOs in the binary program under test (bPUT); (i1) reverse engineering:
identify the location of BOs in the bPUT, including the involved binary code on them, by
performing reverse data flow analysis; (iii) automatic program repair (APR): remove the
identified BOs by repairing the bPUT using trampolines, which statically rewrite the code in a
way that allocates space to insert the appropriate binary fix and keeps unaltered the bPUT’s
internal logic, i.e., the CFI; (iv) Regression Testing & Fuzzing: validate the effectiveness of
the fix, considering the information from (i) and the newly generated bPUT.

PATCHBIN starts by fuzzing the bPUT with malicious inputs to exploit any existing BO,
while simultaneously recording the fuzzing session, thereby storing binary traces of bPUT
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(i.e., the execution of assembly data flows) and their memory states. For every BO found, the
corresponding binary trace is analysed in reverse together with its memory state to identify
the root cause: the sensitive sink (i.e., a function sensitive to malicious data, such as strcpy)
and the buffer associated with the BO. It then patches the bPUT with small pieces of binary
code — fizes. Fixes are automatically generated using templates filled with the information
obtained from the reverse analysis. Next, the new bPUT is tested with the exploits that
triggered the vulnerabilities and new inputs to confirm that the code was correctly fixed
and that no new flaws were introduced. The tool was validated and evaluated on binary
C programs — synthetic from SARD [36] and real-world applications —, where it correctly
identified and removed the BOs it found.

The main contributions of this paper are the following: (1) an approach to search for BO
vulnerabilities in binary code, fix them and validate the corrections made, without requiring
access to the source code and code instrumentation. The approach involves and combines
fuzzing, reverse static analysis, static rewriting as an automatic program repair technique,
and regression testing to perform all the actions: detection, repairing, and validation; (2)
a code repair approach able to modify the binary code without changing the application’s
internal logic, i.e., CFI, employing trampoline and static rewriting techniques. Trampolines
are used for the first time in vulnerability removal, instead of code instrumentation; (3)

PATCHBIN, an implementation of the approach and its evaluation to detect and correct BOs.

2 Buffer Overflow Vulnerabilities

A Buffer overflow (BO) occurs when a program fails to bound-check a writing/reading
operation to a buffer, allowing it to write/read beyond its limits. BO can occur on the heap,
a memory region used to store dynamic data, or on the stack, a special memory region
used to store local variables and parameters of functions and their return addresses [16].
Depending on the region where the BO occurs, it can be referred to as Heap Overflow or
Stack Overflow [10]. The latter is more impactful than the former, so we focus on the latter.

The code presented on the left of Listing 1 illustrates a simple example of a stack BO.
The function test creates a buffer of 10 bytes and uses the strcpy function (lines 5 and 6)
to copy a user input into the buffer without any boundary checks. An attacker can exploit
this code to overwrite a memory register to execute other code (e.g., his malicious code) that
is not in the program’s scope. The right side of Listing 1 shows the assembly code of the
function test, where we can see how the function is built and its memory representation (i.e.,
its stack frame). This code targets the x86-64 architecture, so each register and memory cell
is 8 bytes. First, the rbp value (the base pointer register value) of the main function’s stack
frame is saved in the stack (line 2). The rip (instruction pointer) is located immediately
above this saved rbp, which contains the address of the next instruction to be executed
after the test function call (i.e., line 11 in function main). The current value of the rsp
(stack pointer register) is assigned to rbp (line 3), making rbp the base of the stack frame
for the test function. After that, 32 bytes are allocated for this function (line 4). Line 5
receives through the rdi register the argument of the function test and copies it to the rdx
(line 6). Then, the variable buf (a buffer) is allocated in the memory, 10 bytes right below
the rbp (line 7), in which its address is placed in rax. Lines 8 and 9 prepare the registers
to call the built-in strcpy function, following the System V ABI [31]. This vulnerability
is exploited when, for example, an attacker inserts the input AAAAAAAAAABBBBBBBBCCCCCC,
which contains more than 10 bytes (10 A’s, 8 B’s, and 6 C's).
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1 test:

1
i < io.h>
1 #include <stdio.h 2 pushq Y%rbp
S
A

2 #include <string.h>

3 movq %rsp, %rbp

. 4 b 2, %

4 void test(char *s){ 5 :zvg gidi,/fzz(Vrbp)
5 . ) : y

(’ ::iz bl(llfnli;oj ;)' 6 movq -24(%rbp), %rdx
HJ} 19 > ; 7 leaq -10(%rbp), %rax
é 8 movq %rdx, %rsi

p b o
9 main(int argc, char *argv){ R

: 10 xor  ‘rax, %rax
10 test(argv([1]); 11 callq strcpy@PLT
11 return O; 12 leave
12 } 13 ret

Listing 1 Stack overflow example (left) and the assembly code of the test function (right).

The value of the CPU registers when the application crashes is shown in Figure 1, where
buf is filled with A’s, rbp with B’s and rip with an address composed of C’'s (0x43 in
hexadecimal). buf is not shown in the figure because it is not a register, but since it is
allocated right below rpb and this was filled with the 8 B’s, we can immediately deduce the
contents of buf. In the end, we can see that the rbp and rip contents were overwritten,
altering the memory addresses they store, and consequently the application crashes when it
tries to use the new contents.

3 Challenges

We aim to create an automated binary patching tool for BO vulnerabilities that finds and
repairs them, and validates the new binary code, ensuring that the BOs have been removed,
no new flaws have been introduced, and CFI remains unaltered. Next, we present the
challenges it should address and the ideas for solving them.

1) How can fuzzing be used to find vulnerabilities without instrumenting the binary code?

Traditional fuzzers (e.g., AFL [51]) to effectively perform their intended operations, such
as triggering new internal states of bPUT, increasing functional coverage, and discovering
vulnerabilities, the bPUT code must be instrumented. However, the compilation phase
does not enable this feature by default, meaning that binaries of real-world applications are
made available without their code being instrumented. This poses a challenge, particularly
with closed-source and third-party software, where access to the source code needed for
instrumentation is unavailable.

We aim to find vulnerabilities in binary applications using fuzzing without accessing and
instrumenting their source code. Our idea is to use a binary-only fuzzing approach that
involves fuzzing a non-instrumented bPUT, storing the exploits that crash the application,

$rax : Ox00007Tffffffdc66 - "AAAAAAAAAABBBBBBBBCCCCCC"
$rbx : Ox0000555555555218 - <__libc_csu_init+0> endbré4
$rex : oxoooo7fffffffelad - "BBBBBCCCCCC®
Srdx : Ox00007fffffffdc73 - "BBBBBCCCCCC®
rsp : oxooo07fffffffdcan - oxoeeazfffffffddags - oxooo07fffffffelds
I$|'b|] 1 0x4242424242424242 ( "BBBBBBBB"?)
$rst : Oxd
rdi : Oxo0007fffffffdc66 - "AAAAAAAAAABBBBBBBBCCCCCC"

$r9 : 0x4242424242424141 ("AABBBBBB"?)

$rio ¢ OxB0000000000

$ril  : 8x206

$riz  : Ox00005555555550a8 - <_start+0> endbréd

$ri3 : oxoooo7fffffffddee - 0x0000000000000002

$rigq @ Ox0

$ris @ Ox0

$eflags: [zero carry parity adjust sign trap INTERRUPT direction overflow
$cs: Ox0033 $ss: 0x002b $ds: 0x0000 $es: OxO000 $fs: Ox0000 $gs: Ox0000

Figure 1 Value of CPU registers when the application of Listing 1 crashes.
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the binary traces and memory states associated with them, and later inspecting these traces
using reverse data flow analysis to discover where BO vulnerabilities exist in binary code.

2) How to find the vulnerable sensitive sink without accessing the application source code?

The common way to discover vulnerabilities is to look for sensitive sinks (e.g., strcpy) in
the code. While static analysis is the preferred technique for this, it can be challenging to
analyse the code and may result in undesirable false positives (FPs). Analysing the entire
assembly (human-readable machine code) of the bPUT is more arduous and complex, and
can further increase the number of FPs.

Our idea is to perform a reverse data-flow analysis on the traces, starting from the point
where the application crashed and tracing back to the sensitive sink that caused the crash.

3) How to remove vulnerabilities by directly patching the binary code?

Binary rewriting is a common practice for binary-only applications, primarily for instru-
mentation purposes [2, 14]. The current techniques can be dynamic or static. Dynamic
techniques require an external component like an emulator (e.g., QEMU [4]) to analyse all
interactions with the application at the cost of performance and system resources. Static
techniques are not viable for large binaries, since the rewriting process needs to move instruc-
tions, thus making it dependent on recovering the CFI, which in itself is a difficult problem.
Dynamic rewriting is ruled out when we think of embedded systems due to their limited
resources, leaving static rewriting as the only viable option. But how do we overcome its
complexity? Our idea to address this issue is to look into instruction punning and trampolines
that allow static binary rewriting without the need for CFI recovery. More specifically, we
propose replacing the sensitive sink associated with the BO with a binary trampoline. This
trampoline will divert the program’s control flow to the patch code for execution, and then
return to the same point to continue with the program’s normal execution.

Yet, code repair brings another challenge: which code is necessary to effectively fix the
vulnerability and where to insert it? During the reverse data-flow analysis of traces, we will
gather all the data of the sink involved in the target vulnerability (e.g., its arguments) and
use it in fix templates associated with the sink. Some fixes, for example, will replace the sink
with its safer version (e.g., strncpy for strcpy) and adjust its arguments. For sinks without
safe versions (e.g., scanf), the fix will adjust its arguments to the correct data types.

4) How to validate the effectiveness of the patch?

We want to validate that a fix has successfully addressed a vulnerability and ensure
that it neither breaks application logic nor introduces new vulnerabilities. We propose an
automated validation process by fuzzing the patched bPUT with two types of test cases:
those that crashed bPUT and new test cases generated for the patched bPUT.

4 PatchBin Approach and Design
4.1 Approach Overview

We propose PATCHBIN, an approach and tool for identifying and removing BO vulnerabilities
and validating the effectiveness of applied patches. All three actions are deployed by accessing
the binary, i.e., without codebase access and code instrumentation. To this end and to
address the challenges of Section 3, the approach uses a combination of different techniques,
namely (i) fuzzing: to detect BO vulnerabilities, validate the effectiveness of patches, and
check whether they have not introduced new vulnerabilities, (ii) reverse engineering: through
reverse data-flow static analysis to identify the bPUT’s binary code involved in the exploited
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Figure 2 Overview of the PATCHBIN approach architecture.

BOs, (iii) automatic program repair: through instruction punning and binary trampolines to
rewrite the binary code directly, thus removing the BOs. The trampoline concept is applied
for the first time in software security to correct code and remove vulnerabilities. And, (iv)
regression testing: which, combined with fuzzing, allows validation of patches’ effectiveness.

Figure 2 gives an overview of the approach architecture and its four main modules:
Vulnerability Exploiter, Vulnerability Identifier, Binary Patcher, and Patch Validator. The
first and fourth modules respect the fuzzing phases, with the fourth also including regression
testing, the second the reverse engineering, and the third the APR part. In a nutshell, the
approach fuzzes a non-instrumented bPUT to detect BOs and their corresponding exploits
(test cases), while simultaneously storing the associated binary traces and memory states,
including CPU register contents. Next, reverse engineering, using a bottom-up data-flow
analysis approach over the binary traces and the memory states, determines the sensitive
sink of the exploited BOs, as well as the code involved in them. All collected data is used
to generate appropriate fixes, which are then applied directly to the bPUT to remove the
vulnerabilities, using trampolines and static code rewriting. The validation process, through
fuzzing and regression testing, tests the new bPUT using the exploits (provided from the
previous fuzzing phase) to confirm that the patch process was successful, i.e., that the
program no longer crashes or hangs. It will also generate new test cases to ensure that no
other exploits can break the fixes or exploit new vulnerabilities introduced by them. In the
next sections, we detail the modules of PATCHBIN.

4.2 Vulnerability Exploiter

The first phase of our approach (marked as 1 in Figure 2) involves discovering vulnerabilities
by exploiting them. To do so, the module receives the non-instrumented binary (bPUT) and
a set of initial benign test cases that allow bPUT to run normally. Afterwards, it starts the
fuzzing activity, mutating the initial test cases to generate new ones and executing them
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with bPUT. This aims to increase code coverage and identify test cases that cause crashes or
hangs in bPUT, i.e., exploit vulnerabilities. These, which we call exploits, are saved for later
use by the other modules. During the fuzzing session, the module monitors its activity to
stop the ongoing session when a predefined target number of crashes is reached or if no new
crashes are observed during a specific (and predefined) time period.

4.3 Vulnerability Identifier

The Vulnerability Identifier (2 in Fig. 2) is responsible for confirming the BOs that occurred
and finding the code associated with them. During this phase, it collects as much information
as possible about the sensitive sink call, including the arguments, their sizes and data types,
and their location within the code. However, for that, the module needs to obtain the binary
traces for the exploited BOs, capturing the information of what is being executed (e.g.,
CPU registers, concrete values of variables, memory states), which later will be used by the
Vulnerability Debugger to find the locations within bPUT where the exploited BOs reside.

The module starts by disassembling bPUT and retains the PLT (Procedure Linkage
Table) section, which contains the information (memory addresses and offsets) of the standard
C library functions (e.g., strcpy, puts) called throughout the bPUT’s code. Also, the names
of the user functions are extracted from the .text section (which contains the program’s
actual code), and checkpoints are set at the beginning of these functions. This activates the
possibility of reversing them and easily switching between functions during the debugging
step (explained next). Afterwards, the module creates a vulnerability debugging session for
each exploit encountered in the previous phase by executing the following four steps.

4.3.1 Binary traces extraction

For each exploit, a debugging session is started to run the exploit with bPUT. At this
point, the module confirms the detected BO and obtains the binary trace, so that the data
associated with the BO can be gathered.

4.3.2 Vulnerable user function discovery

Since a program is composed of at least one function (the main function), the existence of
BOs is implicitly associated with some code that belongs to a function. For a function to be
executed, first, the addresses contained in CPU registers rip and rbp, which refer to the

caller function, are saved in the stack, thus releasing such registers for the called function.

Later, these addresses are restored so that the program execution can return to the caller
function and continue from those saved addresses. A BO occurs when an application fails to
bounds-check a write operation to a buffer, resulting in the overwriting of addresses saved on
the stack, in particular one of these two, or both. Since the debugging session takes place at
runtime, the contents of the CPU registers are captured in the binary trace. Based on this,
one way to check for BO occurrences is to verify whether the values of these registers point to
a valid memory address within the current session. If not, a BO has occurred. This method
also allows identifying which function contains the code that triggered the BO exploit.

To perform this confirmation and discovery, this step initiates the reverse data-flow
analysis of the binary trace, starting from the last called function. Using the previous set
of function checkpoints as anchors, it jumps to the beginning of the functions and checks
the values of rbp and rip until no trace of BO is detected, i.e., until these registers point to
valid memory addresses within the current session. When such occurs, the module suspects
that the vulnerability resides in the current function, delivering it for further inspection.
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4.3.3 BO Sensitive sink identification

The target function undergoes a deep analysis to identify the sensitive sink that triggered BO
exploitation. To do so, it searches for calls to sensitive sinks (e.g., strcpy) in the function’s
assembly, sets a breakpoint on these calls, and checks the CPU register values after the calls
have been executed. If one of these values differs from those before any call, it indicates that
the call that caused the BO was found, and thereby the sensitive sink point. The sinks it
looks for are contained in the BO sinks database.

If no deviations in the register values are found, it means that the sensitive sink that
caused the BO does not belong to the database. In this case, an alarm is generated indicating
that the BO belongs to that target function, but is not associated with any sensitive sink of
the database. The user can manually inspect the function’s assembly to identify the sensitive
sink, update the database with this information, and rerun PATCHBIN from the Vulnerability
Identifier module.

4.3.4 \Vulnerability information extraction

Once the sensitive sink point is discovered, the module checks the BO sinks database to
determine what information should be retrieved from the sink and how to obtain it. Starting
from the sensitive sink call, a reverse step-by-step analysis is performed on each assembly
instruction to obtain the required information. Listing 2 (Left) presents the template definition
(top) of a sink stored in the database, with the information that should be gathered:

type. Indicates what information should be retrieved from sink arguments and how it will
be retrieved. E.g., if type is string, the module retrieves its value; if a buffer, its address.

reverse__steps. The number of reverse steps required from the sink call to access the
argument.

call_pos. The position of the argument in the sink. This feature is essential because,
during the patching phase, this position indicates which CPU register the module needs
to modify. E.g., if it is the first position, the module needs to modify the rdi register.

taintable. If the argument can be (or not) the source of the vulnerability.

The bottom part of the listing shows the information output about the sensitive sink,
based on its definition. Specifically, its output contains: 1) for each argument, the call_pos
value, the name of the variable that is passed in it, the size of its content, and if it is taintable
or not; 2) the assembly line number corresponding to the sensitive sink call; and 3) the
memory address of the call within the function and its corresponding PLT identification.
Listing 2 (Right) presents an example of the definition for the strcpy sink and the output
considering the code of Listing 1. However, as different exploits can trigger the same
vulnerability and thus have the same sensitive sink information, after a debug session was
successfully executed and returned, the module verifies if that sensitive sink with those details
already exists in its findings. If no match is found, a new vulnerability is detected, and so
the sensitive sink information will be associated with the current exploit in analysis, thus
updating the Ezploits database.
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==== Definition ====
sens_sink{
arg_1: <type, reverse_steps, call_pos,

taintable>
...
arg_n: <type, reverse_steps, call_pos, ==== Definition ====
taintable> strcpy{
¥ dst: <buffer, 3, 1, true>
src: <string, 4, 2, false>
==== Qutput ==== i
sens_sink:{
arg_1: <call_pos, variable_name, size, ==== (Qutput ====
taintable> strepy: {
...) dst: <1, buf, 24, taintable>
arg_n: <call_pos, variable_name, size, src: <2, s, 10, not taintable>
taintable> }
}
Line: 11
Line: Assembly’s line number Address: 0x5555555551c5 <test+30>:
Address: => instruction: call PLT callqg 0x555555555070 <strcpy@PLT>

Listing 2 The left figure provides the schemas, the right has an example of a sink model for
strcpy, and an instance where such a model was detected, instantiated to the values from the binary.

4.4 Binary Patcher

This module (marked as 3 in Fig. 2) is responsible for creating and applying the fixes to
remove the BOs found, using a static binary rewriting technique. The result is a new patched
bPUT. Based on the sensitive sink information gathered by the previous module, for each BO,
the Binary Patcher chooses the appropriate fix template from the Fizes Templates database,
fills the fix with the data it received, generates the fix’s binary, and then applies the fix.
These actions are performed by the following tasks: Fiz generation, and Fix application.

4.4.1 Fix generation

In our binary patching approach, two types of fixes are proposed: i) replace insecure sensitive
sink calls with calls of their secure versions (e.g., strcpy by strncpy); ) run a bound
checker before the insecure sensitive sink call, limiting the input maximum size to match
the destination buffer length, thus avoiding an overflow. The i:) fix addresses sensitive sinks
without a secure version (e.g., memcpy). The fix will contain the insecure sensitive sink call,
delimited by the bound checker, and replace the original sensitive sink call.

Each supported sensitive sink has at least one fix template, depending on how the
vulnerability is expressed in the code and the sink features. A fix template is a small pre-
compiled C application that receives the CPU register values as arguments and other relevant
information indicating the presence of stack canaries (i.e., a random integer placed in the
stack just below the rip and rbp values to verify if it changes during the program execution).
An example of a patch template for the strcpy sensitive sink is shown in Listing 3. The
template receives information about the existence or absence of a canary (has_canary) and
the three register values (rbp containing the base address of the stack frame where the
BO resides, and rdi and rsi containing the arguments of the strcpy call). First, the fix
determines whether a canary exists (lines 6 to 8). Then, it calculates the maximum allowed
destination buffer size given the offset value of rdi to the rbp, and considers whether a
canary exists (line 9). For example, considering the binary code of Listing 1, rdi receives
the address contained in rax, which refers to the content placed at 10 bytes below rbp. So,
the maximum capacity of the destination buffer is 10 bytes (i.e., size = 10). After filling
the template, it is compiled and its binary is generated — the fiz.

A particular case we have to consider is the functions scanf and gets, which have their
sensitive sinks in an external library (glibc). As they are almost always vulnerable and should
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not be used, this module also implements an auto-patch functionality that searches for them
in the PLT section of the bPUT, gathers their offset address, generates the fixes and applies
them. For gets, the fix replaces it with the fgets function. For scanf, the fix contains that
function with its parameters readjusted.

4.4.2 Fix application

The fix is added to the vulnerable bPUT by using a static binary rewriting technique.
Specifically, it uses an instruction punning [6] approach, where an e9jump opcode is encoded
as a relative jmp opcode that redirects the program’s control flow to a trampoline. Then it
returns the control flow to the program, keeping the program control flow information (CFI)
unaltered. The trampoline is a memory area used to execute code additional to a program’s
binary code, usually for code instrumentation or verification.

We leverage this technique to execute the fix from the trampoline. So, the e9jump is put
at the address of the sensitive sink call, which redirects to the fix, and then the control flow
returns to the instruction next to the sink call. The Fix Applier is responsible for making
this application in bPUT, creating the e9jump and linking it to the fix. For e9jump to be
correctly configured, it is crucial to obtain the correct information about the sensitive sink.

4.5 Patch Validator

The Patch Validator (4 in Fig. 2) verifies if the fixes successfully removed the BOs. It
considers a vulnerability fixed only if none of the exploits associated with it (stored in the
Exploits database) break the fix and crash the new bPUT, nor new test cases derived from
the exploits.

Initially, using the exploits could be enough to consider the fix successful. However, to
ensure its validation, this module uses the exploits as the initial set of test cases. It uses the
Vulnerability Checker once again in order to initialise a new fuzzing session that will mutate
these exploits, trying to find new vulnerable paths and new exploits, i.e., attempting to break
the fixes or find a new vulnerability that the fixes might have introduced. If a fix is broken,
an alarm is generated, which contains the information about the vulnerability collected
during the process (e.g., target function, sensitive sink) for further manual inspection.

5 PatchBin Implementation

The PATCHBIN prototype was implemented in Python v3.11 and has four main modules,
corresponding to the modules depicted in Figure 2. Since the approach does not depend on
the source code and is independent of code compilation and instrumentation, all modules

#include "stdlib.c"
#include <stdio.h>

=W N =

void apply_patch(char *has_canary, void *rbp, void *rdi, char *rsi){
long offset = 0;
if (strcmp("True", has_canary) == 0){
offset = 8;
iz
long size = (long)rbp - (long)rdi - offset;
strncpy(rdi, rsi, size-1);
rdi[size-1] = "\0";

o ot

[eReN0 JEN o))

==
N

}

Listing 3 Patch template of strcpy sensitive sink
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can be used individually, allowing the execution flow to start from any of the main modules.

The tool uses AFL++ [17] to fuzz bPUT, GNU Debugger (GDB) [20] to capture traces, and
E9Patch [13] to introduce trampolines into bPUT. As a fifth module, the tool contains an
Orchestrator that monitors all the other modules, liaises between them and processes and
prepares the data flow that goes through all the modules. Besides these, it integrates a set
of scripts developed from scratch to perform tasks of reverse data analysis, parsing, sensitive
sinks finding and their data retrieving, and fix construction, compilation, and application.

6 Experimental Evaluation & Preliminary Results

This section describes the process we performed to evaluate the PATCHBIN tool and discusses
its preliminary results. Considering the challenges identified in Section 3 and the solutions
proposed to solve them (Section 4), a number of key elements were needed to evaluate the
tool: the ability to find the sensitive sink, the ability to fix vulnerabilities in a binary and the
effectiveness of such fixes. Based on these key elements, we define the following questions:
Q1. Can the tool identify a sensitive sink given an exploit? Q2. Is PATCHBIN capable of
fixing a vulnerability in binaries with and without security protections? Q3. Does the fix

introduce new vulnerabilities? Q4. How does the fix affect the overall performance? Q5.

How much does the fix increase the final size of the binary? Q6. Is PATCHBIN capable of
identifying and fixing vulnerabilities in real-world applications? Q7. How does PATCHBIN
compare to other repair tools?

6.1 Evaluation Process & Setup

To better evaluate PATCHBIN, we tested it on 2 datasets — synthetic and real —, with the
first allowing us to validate the tool and the second assessing it in real-world applications.
The synthetic dataset comprises vulnerable C programs, some designed specifically to test
the tool with particular code and others sourced from the NIST SARD [36] repository. For
the second dataset, we used real-world applications and modified some of them to introduce
BO vulnerabilities. This allows us to test our tool in scenarios with applications containing
multiple code paths and a larger number of lines of code. Our modifications were minor,
involving either replacing secure sensitive sink calls with their vulnerable versions or adding
a vulnerable call before the return of an output.

Also, to verify how PATCHBIN performs with security protection mechanisms, all programs
were compiled twice — with and without canary [8] protection. Then, using the two versions,
we evaluate the effectiveness of the patching module and the fix templates we built. Finally,
to measure the performance overhead introduced by the fix, we run both the patched and
the vulnerable bPUT 5 times with good inputs, which will not trigger an overflow (otherwise,
the vulnerable binary would crash). For each binary, we recorded the execution time and
computed the average across 5 runs.

6.2 Validation with SARD dataset

The synthetic dataset contains 695 C programs, where 685 were from SARD, a repository
with vulnerable and non-vulnerable programs used for testing purposes, and 10 were created
by us. In order to evaluate the effectiveness of the tool, we manually analysed the SARD
programs and classified them as vulnerable and not vulnerable. The vulnerable cases contain
at least one sensitive sink supported by the tool. In turn, in the other 10 applications (created
by us), each application contains at least 3 sink calls (distinct or repeated), and we tried
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Table 1 Characterisation of the synthetic dataset.

Functions #Apps Vul N-Vul

gets 33 20 13
scanf 120 60 60
strcpy 115 60 55
strcat 115 60 55
sprintf 56 30 26
multi-sinks 256 130 126
Total 695 360 335

to cover the most common programming practices seen in real applications (e.g., nested if
statements and loops).

Table 1 summarises the characterisation of this dataset. In sum, the dataset contains 360
vulnerable (Vul) and 335 not-vulnerable (N-Vul) cases, divided by the functions supported
by PATCHBIN. We conducted three types of tests using the dataset: One-Vulnerability,
Multi- Vulnerabilities, and No-Vulnerabilities. With the first two tests, we aim to measure the
tool’s effectiveness and performance. With the last test, we intend to check how the tool
behaves with safe programs.

6.2.1 One-Vulnerability

We run the tool with the 230 vulnerable programs, each containing a single sensitive sink,
i.e., a single vulnerable call of a function from Table 1. However, to measure the PATCHBIN’s
performance and assess its effectiveness, we ran the tool on two binaries for each program:
one compiled without canaries and the other with canaries. All 460 binaries were correctly
processed by the tool. Table 2 shows the average testing results.

Analysing the results of the table, we can see that only the programs with functions gets
and scanf were not processed by the Vulnerability Identifier module, as expected, because
the calls of these functions are associated with system calls and the vulnerability takes place
inside the glibc library (where the user input is requested), and this module does not consider
this type of system libraries for debugging. All other vulnerable calls were successfully
inspected; their sensitive sinks were found, and, on average, those compiled with canaries
took longer to debug than those compiled without canaries (as expected). This answers the
question Q1 affirmatively, meaning the tool can detect the vulnerable calls associated with
BOs.

Regarding the Binary Patcher module, all applications (including those of gets and
scanf), with and without canaries, were patched successfully with a patch template that
replaced the vulnerable call with the correct fix. Based on this information, we can answer
question Q2 affirmatively. All generated fixes produced a binary of 47,576 bytes, regardless of
whether the sensitive sink was used or the binary’s initial size. This is due to the way e9Patch
allocates space for trampolines, which divides the virtual address space into fixed-length
blocks. In fact, this is why the file size increase percentage in the table is less on the binaries
with canaries than the ones without canaries, since the former has a greater initial size due to
the canary information. However, this increased percentage is very high because the number
of LoC in programs ranges from 20 to 100, resulting in binaries much smaller than a patched
binary. These facts and observations allow us to answer question Q5.

We also analysed the patched binaries’ runtime performance by measuring the overhead
when compared to the original binary. We found that, on average, each patched binary
took around 32% and 42% more time to execute for binaries without and with canaries,
respectively. As expected, the overhead was greater for binaries with canaries than for
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Table 2 Average testing results of PATCHBIN with single-vuln applications, without and with

canaries.
Test /Measure gets scanf strcpy strcat sprintf
WITHOUT CANARIES
Debug successful - — Yes Yes Yes
Debug time (s) - - 141 185 128
Patch successful Yes Yes Yes Yes Yes
% File size increase 182.79%  182.65% 181.39%  180.47%  181.60%
% Execution time overhead  26.36% 16.01% 44.83% 38.59% 35.34%
Patch validated successfully Yes Yes Yes Yes Yes
WITH CANARIES
Debug successful - — Yes Yes Yes
Debug time (s) - - 146 192 147
Patch successful Yes Yes Yes Yes Yes
% File size increase 181.03%  181.71%  178.46% 178.29%  178.46%
% Execution time overhead  28.76% 30.86% 57.12% 42.64% 51.55%
Patch validated successfully Yes Yes Yes Yes Yes

the others because, by nature, the former takes longer to execute than the latter due to
the memory verification they perform. We also observe that the overhead was lower in
the patched binaries of the gets and scanf functions, which could be explained by these
functions being associated with system calls. These observations answer question Q4.

Finally, we validated the patched binaries with benign and malicious inputs, the latter
through fuzzing. With benign inputs, we confirmed that applications behaved as expected,
meaning the fix did not corrupt their initial program’s control flow. With malicious inputs,
we verified that the binaries did not crash or hang, indicating that the applied fixes effectively
removed the existing BOs and did not introduce new vulnerabilities. This last verification
allows us to answer Q3 negatively.

6.2.2 Multi-Vulnerabilities

In this second test, we evaluated PATCHBIN with the 130 vulnerable programs that contain
more than one sink call. Specifically, some programs call the same sink more than once,
while others call different sinks at least once. We ran the tool only with binaries compiled
without canaries since the results of the previous test clearly showed the difference between
the two types of binaries. The results align with our observations in the One- Vulnerability
test: the fixes were effective, there was an increase in the size of the resulting binaries, and
there was an overhead in the execution time. Regarding overhead, we once again verified a
significant increase in execution for each fix applied, but when a binary has the same sink
call fixed in multiple locations, this increase is around 13%. For example, in two programs
that call the sensitive sink strcpy, one calls it once and the other calls it twice, the runtime
overhead in the first is 32% and in the second is 45%. These results answer question Q4.

6.2.3 No-Vulnerabilities

Lastly, we aim to verify how PATCHBIN interacts with secure programs, i.e., without
vulnerabilities. To do so, we run the tool on the 335 non-vulnerable programs. For each
program, we let the Vulnerability Fxploiter module run for 6 hours without finding any
vulnerabilities. For this particular test, we recorded the fuzzing sessions for the Vulnerability
Identifier module for inspection, and no vulnerabilities were found. Hence, we can state that
the tool does not generate FPs.

8:13

AEiC 2026



8:14

486

487

488

489

490

491

492

493

494

495

496

497

498

499

500

501

502

503

504

505

506

507

508

509

510

511

512

513

514

Discovering and Repairing Flaws in C Binaries

Table 4 Comparison of PATCHBIN with CorCA over real applications.

CorCA PatchBin
Application Files LoC P(\);ﬁﬁf ;al Fixes xlfll:; Patches
Zervit 0.4 17 1,014 6 4 4 4
Macgen 1.1 1 15 0 0 0 0
Tiny HTTPd 0.1 3 765 38 2 4 4
LIBPNG 1.6.37 88 57,075 0 0 1 1
Total 109 58,869 44 6 9 9

6.3 Evaluation with Real-World Application dataset

To test our tool in a more robust environment, we downloaded 6 applications from GitHub
and SourceForge and ran two types of tests: one with vulnerable applications that we forced
to be vulnerable, and another with applications whose security state we did not know.

For the first test, since we need specific vulnerable functions to be available in the
application and to test the Vulnerability Identifier and Binary Patcher modules, we modified
two applications from the dataset (TicTacToe [15] (App 1) and Simple Password Generator [7)
(App 2)). So, we replaced the secure sensitive sink they contained with their insecure
alternatives, thereby creating vulnerabilities that our tool could identify and fix. Listing 4
shows, for example, the modifications made to TicTacToe, where we replaced fgets by gets.

I printf("\n(turn #%i) To which square T.eSt / Measure App 1 App 2
2 would you (player %c) like to move? ", Lines of Code 126 160
turn, player); Debug successful - Yes
3 Debug time (s) - 6191
| gets(input); // original was fgets(input, Patch successful Yes Yes
ey % File size i 176.48%  179.60%
5 moveTo = atoi(imput); o File size increase 48% .60%
6 % Execution time overhead — 46.50%  62.36%
7 if (mv(board, moveTo, player)) Patch validated successfully Yes Yes

8 turn++;

Table 3 Test results for real apps without canaries
Listing 4 TicTacToe added vulnerability

Both applications were compiled with and without canaries, and all tests followed the
same methodology as in Section 6.2. The results presented in Table 3 are very similar to the
ones obtained with synthetic applications (Section 6.2). Both applications were successfully
patched and validated.

For the second test, we used 4 applications, whose characterisation is shown in Table 4,
columns Files and LoC. We compared the results of PATCHBIN (last 2 columns) with those
of CorCA [24] tool (4th and 5th columns), a tool that finds potential BO vulnerabilities in
the source code of C programs, and then repairs the code with fixes, after confirming that the
potential vulnerabilities are effective. Both tools handled the 4 applications, meaning they
processed 59K LoC across 109 files. PATCHBIN performed slightly better than CorCA, fixing
3 more BOs. It can be seen that the tool was able to fix all BOs it found, while CorCA had
to decide which of the 44 potential vulnerabilities were real BOs. The 6 real vulnerabilities
identified by CorCA were also found by our tool, and the other 3 BOs identified only by
PATcHBIN were checked manually.

Based on the results of both tests, we can answer question Q6 and demonstrate our tool’s
ability to discover and correct vulnerabilities even in more robust environments without
needing codebase access or code instrumentation. Also, with the results of the second test,
we can respond to Q7, i.e., PATCHBIN performs better than other code repair tool.
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7 Related work

This section summarises the main related work in the areas of vulnerability detection and
automatic program repair (APR).

7.1 Vulnerability Detection

Static and dynamic analysis are the two widely used methodologies to detect software
vulnerabilities. Static analysis [38] is commonly used in software development and is performed
in a non-runtime environment, testing and evaluating the application’s code (source or binary)
for patterns that may indicate vulnerabilities. As such, it relies heavily on an updated set
of patterns and rules to function properly; otherwise, its accuracy and precision will be
significantly affected by the high levels of false positives and negatives it produces. Dynamic
analysis [38], on the other hand, is performed at runtime, evaluating the application’s running
state and manipulating it in order to discover new vulnerabilities. Although it can expose
complex vulnerabilities that would not be easily found with static analysis, it can only analyse
parts of the code that are actually executed.

Fuzzing is the most used dynamic analysis technique, which tries to achieve maximum
code coverage by generating new test cases. It helps discover and explore new code paths
while monitoring the application to detect any possible errors and crashes. AFL [51] is
one of the best-known grey-box fuzzers (a mix of static and dynamic analysis), and it uses
compile-time instrumentation along with a genetic algorithm to discover new test cases

that could trigger new internal states, thus improving the functional coverage of the code.

AFL++ [17][18], an improved version of AFL, supports faster instrumentation modules such
as LLVM [21] and QEMU [4], as well as new and better mutators such as MOPT [30], a
mutation scheduling to discover vulnerabilities more efficiently. SmartSeed [29] improves
fuzzing efficiency by enhancing the genetic algorithm that mutates the seed files provided by
the users to create several new inputs that will later be used to test the target application
in order to try to trigger potential crashes. The fuzzer leverages a machine learning model
to learn and generate high-value binary seeds. Ispoglou et al. presented FuzzGen [26], a
library fuzzing tool that automatically synthesises fuzzers for complex libraries in a given
environment. Rustamov et al. [39] designed DeepDiver, a hybrid fuzzing tool that combines
AFL++ with concolic execution, whose objective is to discover vulnerabilities deep within
the code while negating roadblock checks, a limitation found in other existing hybrid fuzzing
frameworks, and thus allowing the fuzzer to explore new execution paths that can trigger
vulnerabilities deep within the binary. Vadayath et al. [49] identified a set of vulnerability
properties that improve the precision of static vulnerability detection and the scalability of
dynamic vulnerability detection, and created a prototype, Arbitrer, that implements some of
these properties using a hybrid analysis technique.

7.2 Software Repair

Automatic program repair (APR) consists of the automatic correction of software errors (e.g.,
faults, bugs) without human intervention by healing the software state and/or repairing its
behaviour [37, 32], the latter being more effective since it modifies the software code. This
is a challenging task, as it requires identifying the code to be repaired and the appropriate
fix, and applying the fix without introducing new faults. Various approaches were proposed
to repair program source code. Some works, in order to discover the errors to be corrected,
require instrumenting the code during the compilation process [46, 28], others, instead of
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repairing, give suggestions on how to fix the errors found [19, 42], and still others fix the
code but do not validate that the correction is effective and does not introduce new errors
[45, 11, 35]. Just a few validate the correction, for example, verifying if the patch terminates
correctly [1]. Yet, recently, repair Al-based approaches have emerged, showing promising
results in this field [12, 5, 22].

Shahriar et al. [43] proposed a rule-based approach to identify and mitigate BO in C/C++
programs, addressing both simple and complex code forms, ranging from unsafe library func-
tion calls to pointer usage in control-flow structures. Klieber et al. [27] presented a technique
to repair the source code of C programs by using an intermediate language representation to
invalidate potential violations of spatial memory safety, in contrast to traditional program
repair techniques that focus on preventing attackers from exploiting vulnerabilities. Inécio et
al. [24] presented CorCA, a tool that extracts vulnerable program slices from the original
program, fixes them, and then fixes the original program after validating the fixed program
slices. Bader et al. [3] address the issue of automatically fixing common bugs by learning
from past fixes. Schulte et al. [40] established a benchmark for different binary rewriting
techniques. They concluded that rewriters that resort to intermediate representations of the
code are unsuitable for generality and reliability. Interesting results from other rewriters
were found, including a decision tree model trained on the features they identified to predict
whether a specific rewriter suits a target binary. One rewriting technique is to rewrite the
binary code directly. Schulte et al. [41] proposed an approach of this technique to repair
binary programs directly in embedded and mobile systems using evolutionary computation
algorithms. Another type of technique not included in such a benchmark is the use of existing
fragments of binary code as a reference to repair functional and security bugs [44].

The approach we propose directly repairs the binary code without requiring its source
code and code instrumentation, and allows for the identification of vulnerabilities and the
locations where the code must be fixed. Additionally, our approach validates the fixed code,
ensuring that no new flaws have been introduced during the repair process.

8 Conclusions

In this paper, we focused on buffer overflow (BO) vulnerabilities in binary code provided by
C programs. We proposed an approach to mitigate them by directly repairing the binary
without requiring the source code and code instrumentation. The approach detects, confirms
and fixes BO directly in the binary code, validates the fix’s effectiveness, and checks if no
new vulnerabilities were introduced by the fix. The solution uses fuzzing to discover BO
vulnerabilities and, together with regression testing, validate the fixes applied to eliminate
them. To locate vulnerabilities in the binary, it inspects the binary traces produced by the
exploits through reverse data-flow analysis, starting from the crash point until finding the
sensitive sink that triggered it. Lastly, the vulnerabilities are removed by a static rewriting
approach that uses instruction punning and trampolines to patch the binary. The approach
produced the PATCHBIN tool, and an experimental evaluation of the tool was performed with
two datasets, one with SARD examples and the other with real applications. The results
showed that the tool could successfully detect and confirm BO vulnerabilities, fix them, and
operate on binaries compiled with or without security mechanisms, such as canaries. In
addition, a comparison was made with CorCA, a source code repair tool, in which PATCHBIN
performed slightly better. Although the tool is still in its early stages, the prototype shows
promising results and proves to be a useful tool for companies that need to test software for
which only the binary version is available, including third-party components.
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