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Abstract—Cybersecurity has been one of the most critical
aspects for enterprises in the digital era. Security Information
and Event Management (SIEM) systems have been essential
in cybersecurity, helping security teams analyse and correlate
millions of security events and discover indicators of compro-
mise within an organisation’s assets. Deploying and maintaining
SIEMs on-premise is expensive, making it difficult for companies
with limited budgets to acquire them. Cloud-based SIEMs have
emerged as a more cost-effective and viable alternative for such
companies. However, they do not fully use the pay-per-use model,
requiring additional resources and service subscriptions, which
makes them more expensive than initially promised. We present
CCE, a Cloud-based SIEM Correlation Engine for processing
and correlating events in a Function-as-a-service (FaaS) cloud
infrastructure. The core of CCE is a novel method for translating
SIEM rules into a set of cost-efficient functions to be deployed in a
FaasS infrastructure. We evaluated CCE experimentally in various
scenarios, considering different configurations of the FaaS cloud
and quality-of-service levels, to study the monetary cost of
operating CCE for monitoring different infrastructures. The
results show that CCE is significantly cheaper than existing cloud-
based SIEMs, costing as little as $272 monthly for processing the
generated events by a medium-sized real infrastructure.

Index Terms—SIEM, Correlation engine, Serverless, FaaS

I. INTRODUCTION

As cyberattacks become more sophisticated, traditional de-
fences (e.g., firewalls, antivirus software) find it difficult to
detect them. This reality has prompted organisations to employ
even more resources to make cybersecurity their priority.
Security Information and Event Management (SIEM) systems
have emerged as advanced cybersecurity tools and have be-
come essential for dealing with this reality. SIEMS centralise
security operations by collecting, filtering, correlating, and
reporting security events to generate alerts for Security Op-
erations Centre (SOC) analysts about potential threats and
vulnerabilities within the organisation’s assets [1], [2]. At
their core, SIEMs employ an event filtering and correlation
engine for processing thousands of events per second using a
predefined set of rules to generate alerts for SOCs.

Due to the sensitive nature of the data they handle, many
organisations deploy SIEMs on-premise to avoid risks asso-
ciated with external data processing and storage. However,
on-premise deployments are costly and complex to maintain,
with expenses ranging from hundreds to millions of dollars,
making them inaccessible for small and medium enterprises
(SMEs) [3], [4], [5]. Cloud-based SIEMs and pay-per-use
models have emerged as cheaper alternatives, but they still

require skilled teams and additional resource reservations and
service subscriptions, thus increasing their operational cost and
making them nonviable for SMEs. Managed SIEM services
have also been introduced for companies lacking security
teams, although choosing between on-premise, cloud, or man-
aged solutions remains challenging due to budget restrictions.

In addition to the widely recognised and utilised cloud com-
puting models (i.e., PaaS, TaaS, CaaS, SaaS), the Function-as-
a-Service (FaaS) model, also known as Serverless Functions,
can offer an alternative to self-managed and cost-effective
services. This model implies executing user-defined Lambda
functions in response to events without maintaining execution
states. These functions offload resource management tasks,
such as provisioning and scaling to cloud providers, simpli-
fying operations, and enhancing scalability [6], [7]. Despite
their potential, serverless functions are often limited to specific
tasks such as image resizing or file conversion for websites.
However, the serverless market is projected to grow to $30
billion by 2027, with a 25% annual growth rate [8].

This paper introduces CCE, a Cloud-based SIEM Correla-
tion Engine that processes events using a stateless FaaS model
while retaining the architecture of traditional SIEMs. CCE’s
design comprises three main stages: Modelling - Transforming
the stateful SIEM correlation engine into a stateless design
for serverless functions. Automation - Translating textual rules
into executable serverless functions. Optimisation - Optimising
function grouping, execution, and hardware configuration for
cost-efficiency.

CCE is the first cloud-based SIEM correlation engine ca-
pable of (i) generating code for filter and correlation rules,
deploying them as FaaS, (ii) processing events and generating
alerts without requiring cloud virtual machines, and (iii) cor-
relating alerts over time to produce alarms. Unlike traditional
stream processing systems like Confluent Sigma [9], which
only test for matching events from a single source in a time
window, CCE is capable of correlating events from different
sources, thereby fully supporting SIEM rules.

An experimental evaluation was conducted to assess CCE
for different purposes and scenarios: (1) validation of the
prediction model, used to estimate the resource consumption
of the deployed functions (which reflects in their monetary
cost); (2) selection of optimal hardware configuration level
for lambda functions; (3) validation of CCE performance; (4)
cost analysis for a real-world scenario; and (5) cost comparison
with a stream processing system (Confluent Sigma).



The results validate CCE and its resource prediction model,
showing that the predicted performance is within 10% of the
real one. The evaluation also shows that CCE can be cheaper
than a traditional solution like Confluent when using a similar
infrastructure and processing capacity. In addition, CCE could
be an alternative cybersecurity solution for companies with
limited budgets. The cheapest scenario evaluated for a real
company could cost around $272 monthly in cloud services,
a small fraction of the current SIEM costs.

In summary, the contributions of this paper are: (1) CCE, a
stateless, cloud-based SIEM correlation engine using FaaS to
reduce management and costs; (2) A rule interpreter that con-
verts textual rules into Lambda functions, automating deploy-
ment; (3) An analyser that optimises Lambda workloads using
regression analysis [10][11] and bin packing algorithms [12],
aiming for cost-efficiency; (4) An experimental validation of
CCE’s ability to process and correlate events cost-effectively.

II. BACKGROUND
A. SIEM Systems

SIEMs are centralised systems that manage security events,
i.e., they collect, filter, correlate, and display relevant infor-
mation and alerts coming from infrastructure events. They
are complex, hardware-intensive, and require skilled teams
for operation and maintenance, making them expensive and
suitable primarily for large enterprises with substantial security
budgets. According to a Gartner report [13], major SIEM
providers such as Rapid7, LogRhythm, Splunk, and QRadar,
focus on medium to large organisations, often deploying on-
premise due to data sensitivity and volume.

Cloud-based SIEMs have emerged in the last decade,
offering pay-per-use charge models for third-party man-
aged services, but their price models remain complex
and costly. For example, AT&T AlienVault charges by
tier (Essential: $1075/mo, Standard: $1695/mo, Premium:
$2595/mo) [14], while Devo charges based on data inges-
tion (e.g., 100GB/day: $7,500/mo, 1TB/day: $56,250/mo, and
10TB/day: $450,000/mo) [15]. Despite these options, cloud
SIEMs still require significant investment and cybersecurity
expertise to deploy and operate.

The differences are not limited to the charging method.
Providers often define specific event processing methods, dif-
ferent classes of rules, event enrichment, etc. Agnostic formats
are available for writing rules, such as Sigma [16], but are used
only as a complementary resource for sharing.

In general, a rule is made up of data entry, source fields,
monitored key/value fields, a condition, and a time frame. The
data entry is an event, a tuple with a set of key/values, such as
title, type, id, description, status, and author. The source fields
can identify a service, a device(s), and the device’s category.
The monitored key/value fields specify what information rules
will look for. A rule example is shown in Fig. 1(a).

Setting up a SIEM and its rule set is critical for its effective-
ness. A well-configured SIEM typically generates alarms for
no more than 0.1% of the incoming events. For instance, an
infrastructure producing 1,000 events per second accumulates

86 million events daily and 2.6 billion monthly. Analysing
0.1% of these events — 86,000 alarms daily — is impractical
for human analysts. Microsoft’s SIEM ”Sentinel” processes
approximately 600 billion monthly events, generating 10,000
alerts, which represents just 0.0000017% of the collected
data [17]. Poorly designed rules or low-priority alerts can
lead to excessive false positives, underscoring the importance
of well-crafted rules and effective event filtering to maintain
alarms and false positives below 0.1%.

B. Batch and Stream Processing

Traditional SIEMs use batch processing, causing delays in
rule processing and complex queries. Next-generation SIEMs
(NG-SIEMs) leverage cloud infrastructure and streaming tech-
niques for real-time processing. Custom SIEMs can also be
built using streaming frameworks such as Apache Kafka,
Kafka Streams, or Apache Flink as the core, but they require
significant development effort and resources. Several limita-
tions and challenges arise when implementing a custom SIEM.
Translating rules into stream processors can be complex,
particularly when dealing with hundreds or thousands of rules.
Each rule works as an independent stream processing task
that requires data deserialization, consumption, and produc-
tion. This approach often requires significant computational
resources, increasing costs, and posing scalability challenges.

Confluent Cloud is a SaaS that offers an infrastructure for
different purposes but fits very well for cybersecurity use
cases [18]. Confluent recently introduced Confluent Sigma [9],
which features a Kafka stream application for loading and
writing Sigma rules. Incoming events are organised by source
into Kafka topics, which the stream application processes.
Rules are similarly loaded into a data topic. The service
evaluates events against these rules, generating alarms for
matches and storing them in an output topic. The solution
comprises a Kafka broker, administrative modules (schema-
registry, control-centre, Ul-tool), and a stream instance per
data source. While Confluent Streams supports event win-
dowing and counter analysis, complex tasks like cross-source
correlation require additional design. A cost estimation for
Confluent Sigma is shown in Section VI-D.

C. Serverless Functions

Serverless functions are a scalable and cost-effective solu-
tion for cloud applications [19], gaining popularity in video
processing [20], [21], machine learning [22], [23], [24], and
algebra applications [25], [26]. The design of serverless appli-
cations requires addressing challenges such as cost variability,
inconsistent response times, and performance fluctuations due
to cold starts, inappropriate hardware selection, and external
services interference [27], [28], [29], [30], [31]. Vertical scal-
ing and pre-warming techniques can minimise the impact of
some of these issues [32], [33].

Optimising hardware configurations for FaaS is complex.
Mahgoub et al. [34] proposed a model to identify optimal
hardware levels, tested on applications such as video analytics
and ML pipelines with fixed structures and uniform input.
Lambda Power Tuning offers a tool for evaluating function



performance, testing Lambda configurations to find the most
cost-effective [35]. Numerous studies have focused on micro-
benchmarking FaaS [36], [31], [37], [38], [39]. However,
micro-benchmarks are short-running performance tests, oper-
ating on a smaller scale than full application benchmarks [40].
They are well-suited for assessing the performance of FaaS
running specific tasks with minimal modifications. However,
full application benchmarks are more appropriate for dynamic
deployments where function size, instruction count, database
access frequency, or input sizes are unknown.

III. CHALLENGE AND OPTIMIZATIONS

CCE addresses the cost-efficiency and hardware limitations
of traditional SIEMs by leveraging cloud resources and a FaaS
model. However, a key question arises: how to create a cost-
efficient stateful SIEM core, relying on a FaaS architecture?
Next, we outline the main challenge to be addressed to answer
this question and the optimisations that enable a viable system.
Challenge: Transform textual rules into serverless functions,
ensuring acceptable response time and cost-effectiveness.

Typically, SIEMs define their particular format for writing
rules. Firstly, finding or defining a format capable of express-
ing all the necessary information (e.g., the source, searchable
data, time window, and matching condition) as instructions
is fundamental. Converting these instructions into serverless
functions completes the first part of the challenge. The second
part is how to guarantee an acceptable Quality of Service
(QoS) in terms of response times, since it is not provided
by design with Lambdas. Small delays in response time (e.g.,
from milliseconds to a few seconds) must be tolerated when
using FaaS-based services. However, to minimise the impact
on response times, some mechanism needs to measure and
control it. In addition, serverless functions can be costly for
complex scenarios, demanding a large number of triggers and
an unknown set of instructions and processing time. Thus, the
concern is how to process rules in a serverless design and
define an appropriate set of instructions, input data size, and
hardware configuration to achieve the Response Time Limit
(RTL) tolerated by the analyst, while keeping such a system
cost-effective. We aim for the following optimisations:

i) Reducing Lambda function calls: Serverless functions are
event-triggered, incurring costs per invocation. AWS Lambda
charges based on the selected hardware configuration, func-
tions’ execution time, and the number of function calls.
Processing thousands to millions of events per second is im-
practical without optimisation. Batching events using services
such as Amazon Simple Queue Service (SQS) [41] could help
alleviate that, but use cases such as CCE demand a fine-tuning
of batch size and timing, requiring a customised design.

ii) Balancing Lambda functions workload: SIEMs process
events using rules. In CCE, rules are processed by Lambda
functions. The simplest way to design it is to create a function
per rule, but it is costly and inefficient. Grouping rules by their
source into Rule-device Lambdas would optimise the execution
time and reduce even further the number of calls. However,
a balance between execution time and RTL is required since

running many small functions tends to be costly due to cold
starts and loading dependencies, while running large functions
can exceed the RTL.

iii) Measuring cost per instruction and ensuring an acceptable
RTL: In order to better allocate sets of instructions to a Lambda
and optimise costs, it is necessary to understand what causes
more impact on processing time in each instruction, map-
ping and measuring all parameters using benchmarking tests.
Knowing how many instructions a Lambda can process before
reaching RTL enables the prediction of the best configuration
for a Lambda in terms of the aggregation of instructions for
processing events from different sources.

IV. CCE ARCHITECTURE

Taking into account the challenge and optimisation oppor-
tunities described in the previous section, we designed CCE
with the intent of transforming the stateful SIEM correlation
engine into a stateless one to support serverless functions.
It involves rethinking the process of organising events from
different devices to the process of producing alarms to the
analyst, including how to read, decouple, and process rules
and events. The system translates the textual rules defined by
SOC analysts into executable serverless functions, mapping
and orchestrating how rules for different devices can be
grouped and organised into such functions, based on their
execution time, hardware configuration level, and considering
the SIEM’s expected RTL, with the objective of maximising
cost efficiency.

CCE operates in two modes: Deployment and Processing.
Deployment consists of setting the cloud infrastructure and
parameters to create the CCE’s core by writing filter rules for
devices assigned to CCE and correlation rules for the CCE’s
correlation engine, producing the functions from such rules,
and deploying them in the cloud. Processing manages CCE
event processing and the generation of security alarms after
deployment, which includes receiving events from devices,
processing them through detection functions to generate alerts,
and correlating alerts through correlation functions to generate
alarms for analysts.

In the rest of this section, we detail the two operation
modes. However, before that, we describe the procedure to
automatically transform SIEM rules into serverless functions.
Finally, we discuss CCE’s security assumptions.

A. Transforming SIEM Rules into Serverless Functions

SIEMs typically contain two main categories of rules: filter
and correlation. The former is designed to analyse each event
from a specific device, looking for a given condition, defined
by the rule. Due to their operational nature, these rules are
stateless, i.e., do not involve the inspection of past events from
one or multiple devices when an event has been inspected. In
contrast, correlation rules are stateful and so designed to act
upon various events from one or multiple devices within a
time window, searching and correlating different events for a
set of conditions.

SIEM rules are normally manually written by SOC ana-
lysts, following a SIEM-specific format. CCE considers rules



title: External access to restricted server

type: correlation

id: 2e4e488a-6164-4811-9eal-4A5B6C7DBEIF0G4
description: Successful attempts to access a restricted DBMS
references:

(Required)

[ Rule

- https://www.cve.org/CVERecord?id=CVE-2026-9999
status: experimental
author: 'Kevin David Mitnick’

Filter Rule (Stateless)

Search for data on a single event

Correlation Rule (Stateful)
Search for data on events from one or

multiple devices in a past time range

logsource:
category: many
product: many

(Required)

detection:
firewall.ciscoasa.src_ip: '192.168.*'
firewall.ciscoasa.dvc: '110.0.*
sgbd.mysg|l.login: 'successful'
sgbd.mysqgl.username:

(Required)

Detection Function

Composed of detection terms (DT) from
Filter Rules and Correlation Rules

F.Rule terms can trigger an alarm
\_ / C.Rule terms can trigger an alert

Correlation Function

CR_Function {

- DT_Alert,
Time_Range =T
Condition = regex (DTs)

} if condition, trigger Alarm

\

1

|
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A < |

I

I

- ‘admin’
- ‘root’
condition: (Required)
(firewall.ciscoasa.src_ip and firewall.ciscoasa.dvc)
or (sghd.mysql.login and sghd.mysql.username)
timeframe: 10m
level: high

alb

Fig. 1. (a) Example of a CCE correlation rule and (b) Rule design and transformation into functions.

following the Sigma [16] format. Sigma is an open-source
format for shareable SIEM rules. Generically speaking, the
sigma rule structure allows the definition of searchable terms
(called detections or DTs) on events and a conditional ex-
pression involving these terms to determine the matching
rule. Fig. 1(a) illustrates a CCE’s correlation rule written in
Sigma. The rule has four required fields: a title with a
brief text rule identifier, a 1ogsource that specifies the
devices involved in the rule (i.e., from where events to inspect
come), and a detection that contains the list of DTs
specified by <key:value> pairs from different devices,
with values supporting wildcards like **’ and *!’. For example,
the pair firewall.ciscoasa.src_ip:’192.168.x*’
searches for events from the firewall device called ciscoasa
and coming from source addresses starting with /92.168. The
fourth required field is the condition, which links the DTs
with a conditional expression. Other optional fields include the
type that allows to distinguish between filter and correlation
rules, timeframe defining a time window for correlation
rules, the rule id for indexing purposes, and level for risk-
based alarm differentiation.

To translate Filter and Correlation Sigma rules into server-
less functions, CCE follows the process shown in Fig. 1(b).
It processes both types of rules and originates two kinds
of functions: Detection and Correlation. The former derive
from DTs of both types of rules, extracting the DT lists
and grouping them into such functions, and also include the
conditional expressions when derived from filter rules. The
latter results from the conditional expressions of correlation
rules. These functions, when executed, can originate alerts
or alarms. Alerts are stateless (i.e., produced when DTs are
matched) and stored in the Alert database (Alert DB); Alarms
are stateful (i.e., produced when conditional expressions are
matched), stored in the Alarm database (Alarm DB), and sent
to the analysts. Detection functions can produce both alerts and
alarms — when they only match DTs or they match conditions
of filter rules — and they are triggered when a new event block

is created (explained in Section IV-C). On the other hand,
Correlation functions only produce alarms. These functions
are executed periodically, based on their time window and
within the RTL set by the analyst, thus querying the database
for alerts that match the DTs included in their conditional
expressions and emitting alarms when they are satisfied.

B. CCE Deployment

Before processing events, a deployment process must be
executed to install the rules-derived functions on the cloud.
This process comprises nine steps, as shown in Fig. 2 and
explained next.

Steps 1 and 2 are manually performed by analysts, who
define the set of devices, the RTL (in milliseconds), and write
Detection and Correlation rules. RTL definition is crucial,
since it impacts the execution time limit of Lambda functions.

All the other steps are automated by CCE. In Step 3, all
rules are interpreted and their DTs extracted and aggregated
by device, resulting in a dataset of DTs by device. Next, the
Data Aggregator (Step 4) collects the relevant information of
devices, set initially by the analyst, as the average Events Per
Second (EPS) generated by the source and Database inserts per
second (DBin) for each device. DBin represents the percentage
of matches per second relative to a device’s EPS. These three
key parameters (DTs, EPS, and DBin) are fundamental for
CCE, since they directly influence the performance of the
deployed functions, which are the inputs for the Regression
Analysis, and are used to determine the appropriate Lambda
hardware pack level. If they are unknown, the analyst can
initially measure or estimate them.

The Regression Analysis [10][11] takes place in Step S
to estimate the cost of processing each device’s data set in
Lambda functions, based on the values of the three afore-
mentioned parameters. Although it is not possible to ensure a
minimum processing time or QoS for the Lambda functions,
this estimation is mandatory to ensure that they complete their
execution as close as possible to the RTL defined by the
analyst. We note that, despite the existence of more sophis-
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Fig. 2. CCE deployment.

ticated prediction techniques, regression analysis suffices for
the problem at hand, as its model’s accuracy fits our predictive
needs (see Section VI-A).

To calculate the cost estimation, the initial values of the
three parameters can be acquired from previous analysis or
by applying a pre-processing phase. In this phase, a Lambda
function is created for the DTs of each device and executed
in isolation, i.e., without interference from other invocations,
thus ensuring a correct measurement of those parameters and
the average cost of processing each device. Following this
phase, the processing results are collected, and the regression
parameters are updated.

Steps 6 and 7 determine the number of Lambda functions
created in the cloud by solving the Bin Packing (BP) problem
[12]. BP’s objective is to pack items (rules) of various sizes
into a finite number of bins (functions) with a fixed capacity
in order to calculate the minimum number of bins required.
Notice that the conditions from correlation rules are included
in a dedicated bin. BP optimises the allocation of functions
to devices, potentially leading to reduced overall costs. As
the analyst allows for a longer RTL, the functions can ac-
commodate more instructions, thus reducing the total number
of functions and invocations. Therefore, using the estimation
cost calculated in Step 5, solving BP finds out the minimum
number of functions (bins) with a size capacity limited by the
required RTL.

In Step 8, the Code Generator transforms the resulting
function data set into executable Lambda (Java) code. This
process leverages pre-defined structures (Archetypes) [42] and
strategically inserts code snippets to convert these skeletons

Processing
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Fig. 3. CCE Processing steps.

into fully functional Lambda units. Finally, in Step 9, the
Lambda deployer uploads and deploys the generated code to
the cloud provider. All deployed Lambda functions remain
in an offline state in the cloud, awaiting a trigger, with the
exception of the correlation function, activated by a timer
configured based on the RTL. The name of each Lambda
function is derived from a hash of its own code, serving as its
unique Lambda ID.

C. CCE Processing

The (event) Processing mode, illustrated in Fig. 3, is com-
posed of eight steps. It initiates (Step 1) with the Event
Collector receiving events from the diverse monitored data
sources (i.e., devices). In CCE, we assume that this data has
already been converted to a format used by SIEMs (e.g.,
JSON). Like traditional SIEM systems, where security analysts
predefine the most relevant fields and values of events in order
to evaluate rules correctly, the Event Collector also makes
this selection. However, the raw events are kept for forensic
analysis in a separate storage system [43]. The Event Collector
also organises events by grouping and queuing them based
on the Lambda ID (Step 2), which was previously assigned
to each data source during the CCE Deployment phase.
Periodically, the Queue Monitor examines the event queues
(Step 3) to create event blocks and triggers the execution of
Lambda functions, i.e., after checking the system timer and
according to the RTL. Afterwards, in Step 4, the Detection
functions process the event blocks looking for events that
match their DTs to generate alerts and alarms. Alarms are
generated from DTs defined by filter rules, while alerts come
from DTs specified in correlation rules. Both alerts and alarms
are sent to their specific databases — Alert DB and Alarm DB
(Step 5).

In Steps 6 and 7, the Correlation Lambda Function queries
the Alert DB for alerts that match their DTs and satisfy its
conditional expression. In such a case, an alarm is produced
and stored in the Alarm DB. Analysts inspect the alarms that
contain key information about threats.



TABLE I
BASE FINANCIAL COSTS FOR CCE [44], [45].

Cost Notation Value

Processing HW price $1.67e-8 per ms of processing
Communication RQprice $2e-7 per function request
Storage Boprice $0.306 per stored GB/Month
DB Read Request RRU price $0.1525 per million requests
DB Write Request WRU price  $0.7625 per million requests

Currently, CCE uses AWS DynamoDB as a database service
due to its seamless integration with the chosen cloud platform,
rapid response times, and cost-effectiveness. Additionally,
regarding the data volume and retention period for alerts and
alarms, since neither database can grow indefinitely, a retention
period should be established when deploying CCE in a real
scenario. This will enable the transfer of this data to S3 for
archival purposes (as in traditional SIEMs).

D. Security and Threat Model

CCE deployment relies on the security mechanisms pro-
vided by the cloud provider. More specifically, we consider
a controlled deployment environment in which only authen-
ticated, trusted users (SIEM operators) can deploy and in-
voke functions. The identity management, access control, and
in-transit data encryption are implemented using the cloud
provider mechanisms. Further, we assume function execution
isolation is provided by the cloud infrastructure.

V. CosT MODEL

To estimate the financial cost of running CCE, the number of
calls, hardware configuration, database calls, and the required
storage for alerts and alarms are considered. The prices for the
services used, considering a deployment in AWS’s eu-central-
1 region, are presented in Table I.

In our model, we make the following assumptions to calcu-
late the CCE costs: 1) Network costs are not considered in the
cost model since Lambdas and DynamoDB are in the same
region (free) and no data is sent outside. 2) We do not consider
using additional services (e.g., VPC, Step Functions) to keep
costs low. 3) AWS tries to reuse the last triggered Lambdas,
since they have finished and are still in memory. After the
starting phase, CCE will rarely face cold starts from Lambdas.
Further, their effect can be mitigated by using services such
as SnapStart, or pre-warming functions, and setting the rules’
timeframe accordingly.

The basic financial cost (F'N .,s:) of running either a detec-
tion and correlation function is dependent on the execution
time (EX 4me) weighted by the hardware processing price
(HW price), the function invocation price (Rmee), and the
cost of using a cloud database (DB.,s:), as presented in
Equation 1.

FNcost = EXtime X Hme'ce + Rme'ce + DBcost (l)

The HW price and RQ,,;.. price is defined by the cloud
provider (see Table I). The execution time FEX 4, and
database cost DB, are different for detection and correlation
functions, as explained in the next sections.

A. Detection Function Cost

Estimating the execution time of a detection function (Equa-
tion 2) depends on the event block size (BLg;,., in number of
events), number of detections (DT sy.,), and average number
of inserts (IN 4,4) of records of certain size (IN ;) per event
block, together with some parameters from power regression
analysis, as discussed in Section VI-C.! Details to determine
the processing cost of each detection and each DB insert are
available at the CCE git repository [46].

EX time = PReons X (INavg)PRms X
(DTsum)PRdez, % (BLSiZE)PRbluck

The DB, is defined by the write requests (WRU .os¢)
and data storage (ST'G .,s¢) costs, as described in Equation 3.

2

DB ost = WRU cost + STG cost
WRU cost = WR Uprice X INavg 3)
STGcost = Nmo X GBprice X INzwg X INsize

AWS bills DynamoDB Write Request Units (WRU) per
million requests and storage per GB/month. Each unit can hold
up to 1kB, charging two units for a request of 1.5kB, and so
on. Even though the GB 4. could be reduced to 0.1224 USD
for the infrequent access category, the full price (0.306) is used
as a reference.

As anticipated, alerts far outnumber alarms. While every
matching Detection Trigger (DT) generates an alert, only a
condition match produces an alarm. A high volume of alarms
often indicates poorly written or incorrect rules, leading to
excessive false positives or irrelevant events. The storage cost
is then calculated based on the expected storage retention in
months (IV,,,). The storage of raw events is excluded from
the calculations, as they are handled by a separate archival
system [43].

B. Correlation Function Cost

The primary difference between the detection and correla-
tion function costs lies in their database interactions. Detection
functions solely perform inserts of Alerts and Alarms, while
Correlation functions read from Alert DB to find DT matches
and insert alarms into Alarm DB.

The cost of a correlation function is calculated using
Equation 1, defined before. However, the EX 4;,,. calculation
(Equation 4) differs from detection. Estimating this cost re-
quires accounting for the number of verifications (VR gy ),
the average number of inserts (/N 4,4), together with some
parameters from power regression as discussed in Section
VI-C.2 Verifications involve querying the Alert DB for DT
matches. The VR, impacts the execution time and cost as
the number of DTs grows.

lNamely, power regression constant (PRcons = 1.64529), power re-
gression insert avg (PR;,s = 0.39806), power regression detection sum
(PR get = 0.34457), and power regression block size (PRypjocr, = 0.42016).

2In this case, the power regression constant (PRcons = 9.73101), the
power regression insert avg (PR;,s = 0.35017), and the power regression
verification sum (PR, = 0.65132).



EXtime = PRCons X (INU/Ug)PRms X (VRsum)PRUET (4)

The DB ,s is estimated using three parameters, read
requests (RRU .,s¢), write requests (WRU ..s:), and data
storage (STG cost), as described in Equation 5.

DB ost = RRU cost + WRU cost + STG cost
RRU cost = RRU price X VRsum

WRU cost = WRU price X IN aug

STG cost = Nmo X GBprice X IN gyg X IN giz¢

It is important to consider that Amazon AWS offers two
types of read consistency. Eventually consistent reads may
not reflect the results of a recently completed write operation,
typically with a delay of one second or less. The primary
advantage is cost efficiency, as this option charges only half
of a request, e.g., a Read Request Unit (RRU) can hold up
to 4kB of data, and a half request can accommodate up to
8kB. In contrast, strongly consistent reads provide the most
up-to-date data, reflecting all successful prior write operations.
However, they consume more throughput capacity and are less
reliable during network delays or outages, potentially resulting
in server errors (HTTP 500). Additionally, they are more
expensive, charging one RRU per request. Since correlation
functions are triggered periodically, typically after the delay
associated with eventually consistent reads, this model is used
by default to minimise the cost of database queries. RRU st
is obtained with its price multiplied by the VR ..

The write request cost is given by the write request price
multiplied by the number of inserts. It differs from detection
(inserts per event block) since correlation functions have no
input data (BLs;,e) to calculate. Finally, the storage cost has
the same structure as the storage cost of detection functions.

&)

VI. EVALUATION

The CCE evaluation aims to answer three questions: What
is the best method to predict the processing time for CCE
Lambdas? What is the most cost-effective hardware pack level
for optimising time and reducing Lambda costs? Is the CCE
model capable of keeping the processing time close to the
analyst’s needs? Additionally, we present the cost of CCE for
a real scenario and compare this cost with the estimated cost
of a competing alternative in the cloud.

A. Regression Analysis Model

To find the best model of regression analysis and the three
key parameters (DTs, DBin, EPS) that best predict the cost
of processing events, we evaluated the Linear, Power, and
Logarithmic models with 150 combination scenarios of these
parameters. To do so, we created a dataset of 3,000 events
(=215 bytes each) and a set of 1,000 DTs, combined to match
diverse database insertion (DBin) percentages. The average
size of inserts (in bytes) was 140/alert and 900/alarm. The 150
scenarios resulted from varying the number of detections (DTs:
10, 50, 200, 500, 1,000), DB inserts (DBin: 0%, 1%, 2%, 5%,
10%), and event block sizes (Block: 100, 200, 400, 800, 1,600,
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Fig. 4. Accuracy of regression models for blocks of 400 events and 500 DTs.

TABLE I
PROCESSING TIME OF POWER REGRESSION.

Block=400 Billed Duration (A)

DTs ==> 10 50 200 500 1000
INS 0 % 5 6 14 25 51
INS 1% 191 200 204 215 237
INS 2% 332 323 350 337 370
INS 5% 645 662 596 677 666
INS 10% 1086 1117 1147 1166 1279
Block=3000 Billed Duration (B)

DTs ==> 10 50 200 500 1000
INS 0 % 14 17 38 148 297
INS 1% 912 977 974 1175 1134
INS 2% 1612 1637 1728 1791 1972
INS 5% 3874 2832 3546 3586 4152
INS 10% 6611 6490 7240 6898 6425

3,000). The models were executed 100 times (excluding cold
starts) in each scenario, producing 15,000 samples from 150
functions.

Fig. 4 depicts the results of the three models when pro-
cessing a block of 400 events for 500 DTs. The red line
represents the simulation of the models, while the blue points
represent the processing times of the functions on AWS.
The Power Regression model achieved 97-99% accuracy in
70% of the cases, Linear Regression reached 95-97%, and
Logarithmic Regression consistently achieved ~90%. This
shows that Power Regression was the best model for predicting
processing costs.

Table II shows the processing time for two distinct sets of 25
scenarios of those 150: one using a Block size of 400 events —
Billed Duration (A) —, and another using a Block size of 3,000
events — Billed Duration (B). The results show a consistent
increase in processing time as the DBin increases. However,
some functions with more DTs and the same block size and
DBin values exhibit a reduced processing time. This happens
due to differences, for instance, in the hardware model and the
number of users sharing the resources. Other scenarios with
different block sizes had similar results and are available in
the CCE repository [46].

B. Hardware Pack Level

In this experiment, our aim is to select the best Hardware
Pack Level for CCE Lambda functions. The hardware con-
figuration offered by AWS ranges from 128MB to 10240MB
of memory, with increments of 1MB. Specifically, level 1769
was defined because it corresponds to exactly one vCPU [47].
We tested four levels of hardware, identified by their amount
of RAM (512, 1024, 1792, and 3008MBs), using the 150
scenarios of Section VI-A. We executed each level 30 times,
resulting in a total of 18,000 executions (excluding the cold
start outliers) for each level.
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TABLE III

HYPOTHETICAL EVALUATION SCENARIO

Device EPS %INS  #DT
webserver.php 719 10,3 26
sgbd.postgresql 749 5.1 13
sgbd.mysql 856 6,6 17
proxy.squid 756 7,1 18
ids.snort 669 10,7 28
firewall.sonicwall 755 9,3 24
firewall.ciscoasa 833 9,2 22
TOTAL/AVG 5337 8,3 148

Fig. 5 shows the results of the four hardware levels in one of
the 150 scenarios, when processing blocks of events ranging
from 100 to 3,000 events. The 1024 MB hardware level
provided the best cost-benefit for CCE Lambdas. The higher
levels (1769 and 3008 MBs) offered residual performance
gains at significantly higher costs, whereas the lowest level
(512 MB) was the slowest one. In contrast, the 1024 MB level
presented more appropriate results and thus became our choice
for CCE. We confirmed our results by applying the same four
levels of hardware using the Lambda Power Tuning (LPT) [35]
(described in Section II-C); and the 1024 MB level was the one
that presented a balanced time-cost. These tests are available
in the CCE repository [46].

C. CCE Model Evaluation

The third set of experiments aims to validate the CCE
Deployment and Processing modes (Fig. 2 and Fig. 3) and
compare the processing results of Predicted Billed Time vs
Real Billed Time, using the regression analysis model, param-
eters and hardware level found out in Sections VI-A and VI-B.
For this, we defined a hypothetical but realistic infrastructure
with seven devices (Table III) that generate 5,337 events per
second, of which 8.3% of these events generate alerts, and a
maximum of 1% of events produce alarms. In addition, 50
correlation rules were created, each with 3 DTs and condi-
tional expressions combining fields of all devices, summing up
148 DTs. Two DTs were intentionally duplicated for testing.
Lastly, a real-time random event generator was designed to
feed the system, according to the predefined EPS by device
(Table III), and a stress test was performed to determine the
number of events supported per Lambda and the maximum
RTL needed to reach it. The percentage of alerts and alarms
was overestimated for testing [17].

From this infrastructure, we derived 10 sub-scenarios, vary-
ing RTL in intervals of 1000 ms, as shown in Table IV.
The first sub-scenario is a strawman version, which uses one
Lambda per device. The following nine sub-scenarios use BP,

TABLE IV
DIFFERENCE BETWEEN PREDICTED AND OBSERVED EXECUTION LATENCY
(IN MS) FOR DETECTION (BLUE) AND CORRELATION (RED) FUNCTIONS
FOR DIFFERENT SCENARIOS.

Scenario Billed Predicted Diff. #Run B.Time

(# lambdas) Time Time % AVG
SM-RTL1000 (7) | 313466 332092 -5,61% 840 373
Correlation (1) 146318 134076 9,13% 120 1219
BP-RTL1000 (4) 296039 369508 -19,88% 480 617
Correlation (1) 134577 134076 0,37% 120 1121
BP-RTL2000 (3) 302424 339860 -11,02% 180 1680
Correlation (1) 64047 67038 -4,46% 60 1067
BP-RTL3000 (3) 276499 321551 -14,01% 120 2304
Correlation (1) 42994 44692 -3,80% 40 1075
BP-RTL4000 (3) 272937 305591 -10,69% 90 3033
Correlation (1) 28743 33519 -14,25% 30 958
BP-RTL5000 (3) 290738 293739 -1,02% 72 4038
Correlation (1) 24455 26815 -8,80% 24 1019
BP-RTL6000 (3) 300197 284343 5,58% 60 5003
Correlation (1) 18494 22346 -17,24% 20 925
BP-RTL7000 (3) 305489 276846 10,35% 54 5657
Correlation (1) 19185 20111 -4,61% 18 1066
BP-RTL8000 (2) 303979 282745 7.51% 30 10133
Correlation (1) 15785 16759 -5,81% 15 1052
BP-RTL9000 (2) 260454 269098 -3,21% 26 10017
Correlation (1) 12785 14525 -11,98% 13 983

and the last (RTL=9000) reached the maximum event capacity
for a single detection Lambda, processing a block of 27,906
events, each with a size of ~215 bytes, very close to the
AWS Lambda function input limit of 6MB. Next, we discuss
the results of detection and correlation Lambda functions
comprised in Table IV, in which the results of the Detection
functions appear in the first line of each sub-scenario, while
the Correlation function results are placed in the second line.
The table includes the Billed Time and Predicted Billed Time
and their difference for both types of functions (Diff.). The
number of runs (#Run) and the average billed time per run
(B.Time AVG) are also shown.

Detection Lambda: The predicted billed time was calcu-
lated by Equation 2 of the cost model. The billed time was
collected from 1,952 executions of detection functions, as
shown in #Run column of Table IV. Each sub-scenario runs
for 120 seconds.

The strawman scenario (SM-RTL1000) packaged the DTs
by device (seven detection lambdas), resulting in 840 exe-
cutions. The difference between predicted and billed times
was -5.61%. The second scenario (BP-RTL1000) is the first
using bin packing for optimisation, reducing the executions
to 480, using four detection lambdas. The difference between
prediction and real processing time was -19.88%, the highest
negative one. Different results also occurred in BP-RTL7000,
with the highest difference being 10.35%. Ideally, this differ-
ence should be close to zero for all scenarios, but negative
differences are preferable to positive ones, meaning the real
processing was faster and cheaper than predicted. The sce-
narios from BP-RTL2000 to BP-RTL7000 use three detection
lambdas each, but the devices allocated in each one change,
due to their processing cost, recalculated for each scenario.
The last two scenarios use two detection functions, with the
BP-RTL9000 finishing in 260,454ms, being the fastest.

The total processing times of detection Lambdas varied
only ~=12% from BP-1000 to BP-9000, even though the #Run



was reduced from 480 to 26, and the last scenario used only
two lambdas. The workload for all scenarios is equal, as the
number of events and alerts generated is the same, and thus it
is processed in fewer Lambdas with higher RTL.

Correlation Lambda: A single correlation function was
sufficient to allocate all the correlation rules to all the sub-
scenarios. The Predicted Time was calculated using Equation 4
(Section V). For both SM-RTL1000 and BP-RTL1000, the
horizontal scalability triggered new instances when needed,
alternating between cached Lambdas or starting new functions,
since correlation functions exceed the average time in about
12% of executions. Short and high-intensity Lambda triggers
can increase the average processing time. As mentioned in
Section II-C, many factors can affect it. Other BP scenarios
presented similar ”B.Time AVG”, varying ~7% up and down.

As shown in Table IV, the differences between predicted
and billed times range from -17.24% to 9.13%, with the
billing time decreasing significantly as the RTL increases.
Unlike detection lambdas, the correlation Lambdas workload
is mainly based on DB searches and inserts, which explains
the reduction from 134.577ms (BP-RTL1000) to 12.785ms
(BP-RTL9000). As can be seen in the column ”B.Time AVG”
of the table, the regression analysis predicted the processing
time close to the RTL. Only for the last two scenarios, with
two lambdas being used, does the average billed time exceed
the expected RTL (8000 and 9000). However, CCE can be
self-adaptative, i.e., it can collect the processing results to
recalculate the regression parameters and rebuild the functions
appropriately, using Equations 3 and 4.

Although CCE tries to approximate the processing cost to
the defined RTL, Lambdas cannot guarantee any QoS. Hence,
the timeframe for searching past alerts in correlation rules
should be at least twice the RTL, to avoid missing important
alerts/alarms.

In summary, these results show that CCE regression analysis
was capable of predicting the total billed time for detection
and correlation functions within a maximum error of ~10%.

D. CCE Cost for a Real Scenario

In the fourth set of experiments, we applied the Cost
Model of Section V to a real-world scenario from a mid-
size university, with 3,500 employees and 30,000 students.
The university does not have a SIEM, although Wazuh [48]
has been deployed to collect security events. Table V outlines
the infrastructure, processing time, and costs for four RTL
alternatives (a: 1,000; b: 3,000; c: 10,000; and d: 20,000).
The first two represent short RTLs, while the latter two are
more flexible in response time.

Subtable (A) Detection Lambda — Processing (Time) shows
the scenario with 206 devices in 14 groups with 1,800 DTs
(600 rules x 3 DTs). Columns (a) and (b) show that the Bin
Packing solution distributes rules into two detection functions,
with results — events per second (#EVT), DB inserts (#INS),
and predicted execution time (Ex. Time) — presented in
different colours for each of these functions. The other RTL
resulted in only one function.

Subtable (B) Detection Lambda — Processing (Cost $)
outlines detection Lambda costs, including size, calls, billed
time, and monthly costs. For RTL=1,000, the red function
hits the limit, while the blue function handles the remaining
devices. RTL=3,000 reduces the number of calls by a factor of
3 and the billed time by 19%. Costs decrease proportionally
for (¢) and (d).

Subtable (C) Detection Lambda — Storage (Cost $) presents
the storage costs for detection functions, showing Alert DB
write requests and storage costs, which remain constant across
configurations due to fixed event and DT counts.

Subtable (D) Correlation Lambda — Processing (Cost $)
details the correlation processing costs with the number of
calls, DB inserts, and execution time. RTL=1,000 and 3,000
require 4 and 2 lambdas, respectively, and the last two only
one. DB inserts represent a match for 1% of all rules per run,
which is the worst case.

Subtable (E) Correlation Lambda — Storage (Cost $) shows
correlation storage costs, including WRUs, RRUs, and Alar-
mDB storage. RRUs have the most significant cost impact,
with RTL=1,000 costing 10x more than RTL=20,000 due to
its higher request volumes.

As expected, responsiveness and cost are on opposite sides
in most cases. However, for this particular scenario, option (c)
offers the best cost-benefit balance, with a cost of $300 per
month, which is almost negligible when compared with the
operational costs of current SIEMs.

E. Confluent Sigma

Lastly, we estimate the cost of running the real scenario
of the previous section with a competing cloud-backed event
processing solution: Confluent Sigma [9]. This solution can
be used to process events using rules to generate alarms,
similarly to CCE. Confluent relies on a stream processing
engine based on Kafka, a widely used, fault-tolerant system
capable of handling millions of events per second. However, it
is a general-purpose solution that requires advanced expertise
to deploy and operate, making it better suited for large-
scale deployments. Confluent Sigma lacks native correlation
capabilities between sources, and analysing past events from
a single source demands additional infrastructure.

As mentioned in Section II-B, Confluent also offers a cloud
version; however, it starts at US$6,593 for 30-day data reten-
tion [49], making it less affordable for SMEs. Additionally,
Confluent’s lack of native correlation functionality requires
custom modules, further raising these costs. In contrast, CCE
uses micro-batch processing, offering simplicity, lower costs,
scalability, and minimal management effort, leveraging public
cloud resources.

Table VI shows the deployment costs for Confluent using
AWS Fargate and EC2 instances for 14 event sources. Fargate,
a serverless container service, is nearly twice as expensive as
EC2 and has limitations like a 200GB storage cap. EC2 is
more cost-effective and flexible, but requires manual resource
management, increasing operational demands.



TABLE V
REAL SCENARIO - ESTIMATION COST AND PROCESSING TIME FOR A MONTH.

(A) Detection Lambda — Processing (Time)

(INS = 8%) RTL ==> (a) 1,000 (b) 3,000 (c) 10,000 (d) 20,000
Source Un  #DTs | #EVT  #INS EX. #EVT  #INS EX. #EVT  #INs L BX HEVT  #INS  BX
Time Time Time Time
Firewall_L7 1 280 250 20 384 750 60 945 2,500 200 2,530 5,000 400 4,461
Linux_Servers 120 90 380 304 366 1,140 91.2 900 3,800 304 2,410 7,600 608 4,250
IPS_IDS 1 300 120 9.6 216 360 28.8 531 1,200 96 1,421 2,400 192 2,506
Firewall_DMZ 1 120 100 8 136 300 24 333 1,000 80 893 2,000 160 1,574
Hypervisor 12 20 150 12 102 450 36 251 1,500 120 671 3,000 240 1,183
Switch 40 20 80 6.4 61 240 19.2 150 800 64 401 1,600 128 707
Windows_Srv 3 600 11 0.9 39 33 2.6 95 110 8.8 255 220 17.6 450
‘Webserver 20 100 20 1.6 34 60 4.8 84 200 16 225 400 32 396
Other_Acad. 2 50 20 1.6 27 60 4.8 66 200 16 177 400 32 312
Network_wlan 1 30 10 0.8 13 30 2.4 31 100 8 84 200 16 148
Antivirus 1 20 10 0.8 11 30 2.4 27 100 8 73 200 16 129
Email 1 110 5 04 11 15 1.2 28 50 4 75 100 8 132
Router 2 50 5 0.4 9 15 1.2 21 50 4 57 100 8 100
VPN 1 10 2 0.2 2 6 0.5 6 20 1.6 15 40 3.2 27
Total 206 1,300 1,163 93 1,411 3,489 279 3,468 11,630 930 9,287 | 23,260 1,861 16,375
(B) Detection Lambda — Processing (Cost $)
Lambdas/Scenario == One Two Total One Two Total One One
Lambda Size 1,000 411 1,411 2,997 471 3,468 9,287 16,375
# Calls / Month (Million) 2.59 2.59 5.18 0.86 0.86 1.73 0.26 0.13
Billed Time/Mo. (Billion ms) 2.59 1.07 3.66 2.59 0.41 3.00 2.41 2.12
Total (Calls + Billed Time) 43.80 18.31 62.11 43.42 6.97 50.38 40.25 35.47
(C) Detection Lambda — Storage (Cost $)
# WRU (Million) 191 50 241 231 10 241 241 241
WRU 145.78 38.10 183.88 175.98 791 183.88 183.88 183.88
Dataset Size (GB) 26.8 7.0 338 323 1.5 33.8 338 33.8
Storage 8.19 2.14 10.33 9.89 0.44 10.33 10.33 10.33
Total 153.97 40.25 194.22 185.87 8.35 194.22 194.22 194.22
(D) Correlation Lambda — Processing (Cost $)
#%(INS = 1%) RTL==> 1,000 (4 Lambdas) 3,000 (2 Lambda) 10,000 (1 Lambda) 20,000 (1 Lambda)
#Calls Ex. #Calls Ex. #Calls Ex. #Calls Ex.
Source Rules  #VRs | | gy NS e I mo. ™5 Time | mo. ™5 Time | mo.® NS fime
Correlation 600 1,800 10.37 6 3,438 1.73 18 3,626 0.26 60 3,844 0.13 120 3,976
Total (Calls + Billed Time) 150.89 52.66 16.69 8.63
(E) Correlation Lambda — Storage (Cost $)
WRU=Alarms. RRU=Alerts WRU RRU STG WRU RRU STG WRU RRU STG WRU RRU STG
Size mo. (Million) 16 2,333 14 16 778 14 16 233 14 16 117 14
Cost (mo.) 11.86 355.75 4.28 11.86 118.58 4.28 11.86 35.58 4.28 11.86 17.79 4.28
Total 371.89 134.73 51.72 33.93
Final Cost $ 779.11 431.99 302.88 | 272.24

#%% B = billion. M = million.

TABLE VI
CONFLUENT DEPLOYMENT USING AWS CONTAINERS

Instance Name HW Storage  Fargate EC2
Broker (1 inst.) 1vCPU, 4GB 200GB $65,00 $47,00
User Interface 1vCPU, 2GB 20GB $41,00 $21,50
Control Center 1vCPU, 2GB 20GB $41,00 $21,50
Schema Registry 1vCPU, 2GB 20GB $41,00 $21,50
Streams x 14 dev 1vCPU, 2GB 20GB $574,00  $301,00

Monthly Cost $762,00  $412,50

In summary, Confluent Cloud is a robust solution with
easy management and support, but there is a price for it.
Implementing a similar solution using open source and free
tools is cheaper, as shown in Table VI, but operating it can
be a challenge. CCE, on the other hand, is cheaper and uses
the cloud provider infrastructure to deploy and auto-scale
resources when needed, making overall maintenance simpler.

VII. CONCLUSION

This paper introduces the Cloud Correlation Engine (CCE),
a cloud-based implementation of a SIEM core functionality,
leveraging public cloud services for scalability and simplified
security event management. By harnessing AWS Lambda’s

##% Average size of DB inserts: 140/alert and 900/alarm (in bytes)

flexibility and pay-as-you-go model, CCE shifts from a stateful
to a stateless architecture, remodelling rule processing and data
organisation. Regression Analysis and Bin Packing were used
to optimise costs and performance by grouping SIEM rules
and predicting processing and financial requirements.

CCE is another example application showing the potential
of FaaS in complex scenarios, offering scalability, ease of
management, and cost-efficiency, resulting in a low-cost SIEM
for SMEs. Although CCE was implemented on AWS, our
design only requires a FaaS platform and a DynamoDB-
like database, both offered by several providers, making it,
therefore, cloud agnostic. As future work, we want to integrate
other advanced SIEM features, such as processing threat feeds,
dynamic rule updates, and a rich event visualisation tool.
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