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Abstract—Since the introduction of Bitcoin, many blockchain
consensus protocols have been developed. Most of these protocols
are complex, making them difficult to fully understand and
implement, often leading to correctness issues and bugs during
implementation. Streamlet addresses this issue by presenting a
simple blockchain consensus protocol that is easy to understand
and implement. However, some of its design choices hinder
the protocol’s efficiency and scalability, leaving room for im-
provement. Specifically, Streamlet lacks responsiveness, requires
six communication steps to finalize a block in the best-case
scenario, and has a message complexity of O(n3). To address
these limitations, we present MINSTREAMLET+, a novel protocol
that enhances Streamlet’s performance. MINSTREAMLET+ is
responsive and reduces the message complexity to O(n2). Addi-
tionally, it integrates a local trusted service to improve resilience
and reduce block finalization latency.

Index Terms—Byzantine fault tolerance, blockchain, consen-
sus, Streamlet.

I. INTRODUCTION

Context. Blockchain consensus protocols rely on peer-to-peer
interactions to maintain a distributed ledger, which organizes
transactions into blocks. To add a new block, participating
processes must reach an agreement, ensuring consistency
across the system. These protocols face several challenges,
including scalability [1], [2] and performance [3]. Another
significant challenge lies in their complexity, often involving
many corner cases. This complexity makes the protocols hard
to fully understand and increases the likelihood of errors dur-
ing implementation. Besides, it might hide underlying safety
or liveness issues. For instance, it has been shown in [4] that
the Ripple consensus protocol might violate these properties.
Likewise, similar vulnerabilities have been identified in the
Avalanche consensus protocol [5]. In fact, most of the early
blockchain protocols were known to suffer from correctness
issues [6].

The challenges associated with complexity have driven
efforts to design more straightforward and robust protocols.
Notably, Shi and Chan developed Streamlet [7], a blockchain
protocol that prioritizes simplicity, making it easier to under-
stand and implement without compromising correctness.
Overview of Streamlet. Streamlet is a blockchain protocol for
permissioned settings designed with simplicity as a first-class
priority. It has three variants, where the most general tolerates
up to f < n/3 Byzantine faults in partially synchronous
systems with n processes. From now on, we mean this general
variant when we refer to Streamlet.

Streamlet is based on a streamlined approach where a new
block is proposed by a unique random leader and voted on
during a predetermined interval of time, an epoch. Unlike
traditional BFT consensus protocols (e.g., PBFT [8]), Stream-
let does not rely on view-change mechanisms for changing
epochs. The normal (and only) execution mode of the pro-
tocol can be summarized by the Propose and Vote phases.
Additionally, Streamlet employs an implicit echo mechanism,
requiring each process to broadcast any message it receives
for the first time to all other processes.

Although simple, Streamlet has several limitations. Specifi-
cally, Streamlet lacks responsiveness1 and has cubic message
complexity, which hinders its performance, efficiency, and
scalability. Regarding latency, blocks require six communi-
cation steps in the best-case scenario to become final and
immutable in the blockchain.
Problem statement. In this paper, we aim to investigate
whether we can improve Streamlet by addressing the follow-
ing question: Can we enhance Streamlet’s resilience, make
it responsive, reduce the message complexity, and decrease
latency to finalize a block, all without compromising its most
distinguished feature – its simplicity?
State-of-the-art. We present a thorough discussion of related
work later, but to the best of our knowledge, three protocols –
PIPELET [10], RBStreamlet [11], and SIMPLEX [12] – have
addressed some of the performance limitations in Streamlet.
The first two protocols focus on reducing communication
complexity but remain non-responsive, limiting their overall
performance. In contrast, SIMPLEX is responsive, yet it in-
creases communication complexity by requiring processes to
send the entire blockchain during the Propose phase.
Contributions. In this paper, we introduce MINSTREAM-
LET+, a responsive variant of Streamlet with improved mes-
sage complexity, reduced number of steps required to finalize
blocks, and increased resilience. Notably, we eliminate the
need for the implicit echo mechanism, thereby reducing mes-
sage complexity. Besides, to increase resilience, we employ
a trusted monotonic counter [13], which can be implemented
using technologies such as Intel SGX [14] to limit the adver-
sary’s power.

To compare the performance of MINSTREAMLET+ with
Streamlet, we implemented both protocols. Our results show

1In a responsive protocol, the time required to finalize a block depends
only on the actual network delay, without relying on any predetermined upper
bound [9].



that across various scenarios, MINSTREAMLET+ consistently
outperforms Streamlet. For instance, with 1000 transactions of
992 bytes per block, MINSTREAMLET+ achieves a throughput
that is 274.5% higher than Streamlet when both protocols are
configured to tolerate f = 3 faults.

Despite these improvements, we maintain the simplicity that
is the core principle of Streamlet’s design. To assess the sim-
plicity of MINSTREAMLET+, we use cyclomatic complexity,
a software metric that measures the complexity of a program
by computing the number of independent paths through the
source code [15]. The results show that MINSTREAMLET+ is
only 14.29% more complex than Streamlet regarding source
code, thus preserving the core principle of simplicity.

In summary, the contributions of this paper are as follows:

• We identify and discuss the main limitations of Streamlet
and introduce a set of techniques to address each of them.

• We present MINSTREAMLET+, a novel protocol that inte-
grates all these techniques and significantly improves the
original Streamlet.

• We show that MINSTREAMLET+ preserves Streamlet’s sim-
plicity, with only a 14.29% increase in cyclomatic complex-
ity.

• We implemented both protocols and the results show
that MINSTREAMLET+ achieves significantly better perfor-
mance than Streamlet.

Paper organization. The remainder of the paper is organized
as follows. Section II introduces our system model and the
Streamlet protocol. Section III presents the limitations of
Streamlet, followed by the required changes to mitigate them.
Section IV describes our improved version of Streamlet, MIN-
STREAMLET+. Section V provides a performance evaluation.
Section VI presents related work, and at last, Section VII
concludes the paper.

II. PRELIMINARIES

A. System Model

We consider a distributed system comprising a finite set Π
of n processes, among which up to f might be subject to
Byzantine failures [16]. Depending on the protocol, we deter-
mine the value of n, which can be 2f+1 or 3f+1. Processes
that are not faulty are called correct. As in Streamlet [7], we
consider a static corruption adversary, where faulty processes
are defined at the beginning of the execution. The communi-
cation model is partially synchronous [17], which means that
the system may operate asynchronously until some unknown
global stabilization time (GST); after GST, the system operates
synchronously, with communication delays bounded by a
known constant ∆. We denote the actual message delivery
time by δ, which may be much smaller than ∆, though no
correct process knows its value.

We assume a cryptographic secure hash function H [18],
which accepts inputs of arbitrary size and produces fixed-
length outputs. This function is collision-resistant, meaning
that the probability of H(m) = H(m′) for any two distinct

(a) Streamlet. (b) MINSTREAMLET+.

Fig. 1: Message patterns of Streamlet and MINSTREAMLET+.

messages m and m′ is negligible. Additionally, given a mes-
sage m, the probability that an adversary finds a different
message m′, such that H(m) = H(m′), is negligible.

B. Blockchain

In a blockchain protocol, each process maintains a local
ledger, referred to as a blockchain, which records an ordered
sequence of transactions grouped into blocks. At any time,
a process can output a prefix of its blockchain as finalized,
indicating that this portion is immutable and agreed upon. We
assume that a correct process’s blockchain never decreases in
length.

A blockchain protocol must satisfy the following properties
(adapted from [7]):
• Consistency: If two correct processes finalize blockchains
ch and ch ′, either ch ⪯ ch ′ or ch ′ ⪯ ch , where “⪯” means
“is a prefix of or equal to”.

• Liveness: If a correct process receives an input txs , txs will
eventually be included in the finalized chains of all correct
processes.

C. Overview of Streamlet

The Streamlet paper [7] presents three variants of the
protocol: Byzantine fault-tolerant in partially synchronous
systems, Byzantine fault-tolerant in synchronous systems, and
crash fault-tolerant in partially synchronous systems. In this
paper, we focus on the first of these (Fig. 1a), which assumes
n = 3f + 1 processes, as it offers a broader fault tolerance
and timing assumptions compared to the other two settings.

Definitions

Epochs. The protocol is executed in synchronized epochs,
each comprising two communication rounds with duration ∆.
After GST, messages sent at the beginning of a round arrive
at most by the end of that round.
Leader election. In each epoch e, the leader Le is randomly
elected as follows: Le = (H(e) mod n) + 1.
Blocks. A block contains the following components:
• Parent hash (h): the hash of the prefix chain.
• Epoch number (e): the epoch in which the block was

proposed.
• Set of transactions (txs): a set of pending transactions to

be executed.



Blocks are denoted by the triple (h, e, txs). The blockchain
consists of blocks linked by cryptographic hashes, with each
new block pointing to the preceding block, thus forming a
chain of blocks. The first block in the blockchain is called the
genesis block, denoted by ⊥.
Block notarization. After Le proposes a new block to the
blockchain, processes can vote to certify the proposed block.
A vote is simply a process’s signature on the block. A set of
at least 2f+1 votes from distinct processes on the same block
is called a notarization of the block. If a process i observes a
notarization for a block, that block is said to be notarized in
i’s view.
Implicit echo. When a correct process observes a new mes-
sage or transaction, it immediately forwards it to all other
processes in the system. In Appendix A, we demonstrate that
such a mechanism is required to ensure the protocol’s liveness.

Protocol

For each epoch e, the Streamlet protocol works as follows:
Propose. At the beginning of e, Le creates a block proposal

containing a set of pending transactions. This block ex-
tends one of the longest notarized chains that Le has seen.
Then, Le sends the block along with its signature to every
process.

Vote. During e, upon receiving the first block from Le, a
process votes for the block if and only if the block extends
one of the longest notarized chains it has seen. To cast a
vote, the process signs and sends the proposed block to
every process.

Finalize. Upon observing three adjacent blocks with consec-
utive epochs in a notarized chain, the second of the three
blocks can be finalized, together with its prefix chain.

Once a block is finalized, all transactions within it are
confirmed and permanently immutable, i.e., they can neither
be altered nor reversed. This protocol maintains consistency
throughout the execution, while liveness can only be guaran-
teed after GST when five consecutive epochs exist with correct
leaders.

D. USIG Service

The Unique Sequential Identifier Generator (USIG) [13] is
a local service providing a process with a trusted monotonic
counter. A Byzantine process cannot compromise such a
service, i.e., it is tamperproof and only fails by crashing.
The core functionality of USIG involves assigning messages
with counter values and signing them, thereby creating Unique
Identifiers (UI s). The identifiers are unique, monotonic, and
sequential, meaning that the USIG (1) will never assign the
same identifier to two different messages (uniqueness), (2) will
never assign an identifier that is lower than a previous one
(monotonicity), and (3) will never assign an identifier that is
not the successor of the previous one (sequentiality).

III. MAKING STREAMLET PRACTICAL

The main objective of Streamlet is simplicity. Nevertheless,
the protocol is not practical due to several limitations:

• High latency – In Streamlet, three adjacent blocks with
consecutive epochs are required to finalize the first two
blocks. Accordingly, at least six communication steps are
required to finalize a new block.

• Implicit echo – The implicit echo mechanism is essential
to ensure the liveness of Streamlet. However, it comes with
the cost of cubic message complexity. The high message
complexity arises during the voting phase, where non-leader
processes broadcast both their own votes and those of
other processes. Such high message overhead significantly
increases bandwidth consumption, decreasing Streamlet’s
performance in larger systems.

• Synchronized epochs – Streamlet operates in a synchro-
nized manner, i.e., a correct process must spend a fixed
time interval in every epoch, even if it notarizes a block
at the beginning of an epoch. This limits the protocol’s
performance.
In the following, we describe how these limitations can be

removed, or at least alleviated, without significantly increasing
the protocol complexity.
Improving latency. Streamlet’s latency can be improved in
two ways: (1) reducing the number of communication steps
needed to finalize a block, and (2) making the protocol respon-
sive, i.e., ensuring that block finalization time is determined
only by the actual network delay δ, without dependence on
the fixed bound ∆.

The former can be accomplished using the concept of
chain freshness introduced in PALA [19]. In particular, chain
freshness refers to maintaining the most recent notarized chain,
i.e., the one ending with the block having the highest observed
epoch number. Recall that in Streamlet, if there are multiple
notarized chains of the same length, the leader can randomly
choose one to extend. By applying the freshness concept, ties
between notarized chains of equal length are resolved, with the
most recent chain always selected. This modification allows
the finalization of the first of the two adjacent blocks with
consecutive epochs. Therefore, the latency to finalize a new
block can be reduced to four communication steps, executing
transactions faster.

To make Streamlet responsive, the mechanism of advancing
epochs must be modified to allow entering the next epoch as
soon as a block is notarized and, on the other hand, skip epochs
when progress is not made. One approach to achieve this is by
integrating a timeout mechanism, thereby removing the need
for synchronized epochs. Specifically, if a process does not
see a proposal or a new notarized block in the current epoch,
it broadcasts a timeout message with the epoch it wishes to
advance to. Processes can proceed to a new epoch in the
following cases: upon observing (a) a new notarized block
or (b) a quorum of n−f timeout messages. This optimization
improves not only the protocol latency but also enables the
system to achieve higher throughput.
Echo removal. Streamlet’s implicit echo is essential to prevent
Byzantine processes from halting the protocol’s progress. As
discussed in Appendix A, during an epoch e after GST, a
Byzantine leader Le can create a situation where a non-empty



For each epoch e:
Propose. At the beginning of e, if i = Le, i creates a block proposal B containing pending transactions that extends the

freshest notarized chain that i has seen. Then, i sends ⟨PROPOSE, B, Cfresh ,UI i⟩ to all processes, where Cfresh is a
certificate for the freshest notarized chain extended by B, and UI i is the USIG certificate created for (PROPOSE, B).

Vote. During e, upon receiving the first proposal B from Le, process i votes for B if and only if B extends the freshest
notarized chain it has seen at the time and the certificates Cfresh and UILe

are valid. To cast a vote, process i sends
⟨VOTE, B,UI i⟩ to all processes, where UI i is a USIG certificate created for (VOTE, B).

State Recovery. If i has not seen the freshest notarized chain after receiving the proposal in epoch e, it initiates a recovery
protocol to update its local blockchain. Specifically, assuming that i lacks the blocks from the last k epochs, it sends
⟨RECOVERYREQUEST, e, k⟩ to f +1 processes requesting the missing blocks. Upon receiving a valid response from
one of those processes, i updates its local blockchain, assuming that a correct process will respond by sending the
requested blocks if it has them.

Finalize. Upon seeing two adjacent blocks with consecutive epochs in a notarized chain, i finalizes the first of the two
blocks in addition to their entire prefix chain.

Fig. 2: The MINSTREAMLET+ protocol – process i.

subset S of correct processes notarizes a block B proposed
by Le while a disjoint and non-empty subset S′ of correct
processes does not notarize B. If the Byzantine processes stay
silent in any epoch e′ > e, correct processes cannot progress.
This occurs because no process in S will vote for a block B′

proposed by a leader from S′, as the height of B′ is at most
equal to the height of B. Similarly, if a leader from S proposes
a block B′′, no process in S′ will vote for B′′.

To remove the implicit echo without introducing a liveness
issue, a process that has not seen the previous notarized block
can initiate a recovery mechanism to retrieve the missing
blocks. To do so, it sends a request to f +1 processes, asking
them to respond by sending a notarization proof of the missing
block. This modification reduces the message complexity to
quadratic in the base-case scenario, where the leader is correct
after GST, resulting in a more efficient and scalable version
of the protocol without compromising liveness.
Improving resilience. Implementing BFT consensus protocols
with 3f + 1 processes incurs significant costs in terms of
hardware, system maintenance, and communication overhead.
An approach to mitigate these costs is by integrating a trusted
service (e.g., [13], [20], [21]) into the BFT consensus proto-
cols. A trusted service enables correct processes to detect (or
prevent) equivocation caused by Byzantine processes, thereby
enhancing system resilience from ⌊(n−1)/3⌋ to ⌊(n−1)/2⌋.

IV. MINSTREAMLET+

In the previous section, we introduced four independent
optimizations that enable the development of distinct variants
of Streamlet. By applying all these optimizations, we create an
improved version of Streamlet, referred to as MINSTREAM-
LET+. This improved protocol is responsive and more resilient
(i.e., it tolerates f = ⌊(n− 1)/2⌋ Byzantine faults in partially
synchronous systems) and has lower block finalization latency
and message complexity.

A. Protocol

The MINSTREAMLET+ protocol is outlined in Fig. 2. The
leader election mechanism of this protocol is identical to
the Streamlet protocol. However, its message generation and
processing and epoch-advancing mechanisms are different (see
Fig. 1 for a comparison between Streamlet and MINSTREAM-
LET+.)
Message generation and processing. MINSTREAMLET+
leverages the USIG service [13] to enhance fault tolerance.
Whenever a leader proposes a block, a process votes for
a block, or a process sends a timeout message (explained
later), a unique identifier is generated using the USIG service,
allowing other processes to detect an equivocation. Given two
processes, i and j, where j is a correct process, j processes
messages received from i in FIFO order based on the sequence
numbers assigned to the messages by the USIG service of i.
That is, upon receiving a message m from a process i that
contains a USIG certificate UI i, j processes m if and only if
UI i = 0 or it has seen a previous message from i containing
a certificate UI i − 1.
Epoch advancing. Recall that a correct process must wait 2∆
to complete each epoch in Streamlet. However, MINSTREAM-
LET+ eliminates this requirement by providing responsiveness.
In further detail, each correct process i starts a timer at
the beginning of each epoch e. If i does not observe the
notarization of a block by the expiration of the timer, it
broadcasts a timeout message ⟨TIMEOUT, e+1, e′, B,UI i, i⟩,
where e′ is the epoch where i notarized the last block of
its freshest chain. Each correct process advances to the next
epoch e + 1 after observing either (1) a block notarized in
epoch e, or (2) n − f valid TIMEOUT messages. The first
option allows a correct process to advance to the next epoch
based on the actual network delay, i.e., 2δ, making the protocol
responsive. It is worth noting that, during an epoch, a correct
process might send a TIMEOUT message after sending a VOTE
message; however, the reverse is impossible.



B. Message Complexity
The message complexity of MINSTREAMLET+ is reduced

from cubic to quadratic by removing the echo messages
from the Streamlet protocol. Specifically, correct processes
exchange 4f2 + 6f + 2 messages to reach the notarization of
a block. The number of messages required to finalize a block
is 8f2 + 12f + 4, as two consecutive epochs are required.

C. Correctness Proof
Consistency. The outline of the consistency proof is presented
in two steps. First, we ensure that only one block can become
notarized per epoch. Then, we show that it is safe to finalize
the first of two adjacent blocks with consecutive epochs in
a notarized chain, ensuring that conflicting notarized chains
cannot be finalized.
One notarized block per epoch. We argue that, at most, one
block is notarized in each epoch e. For the sake of contradic-
tion, assume that two correct processes i and j notarize two
different blocks B and B′, respectively, in epoch e. To obtain
notarization on the blocks, processes i and j must gather votes
from at least f+1 distinct processes. This implies that at least
one process k is at the intersection of both notarized quorums.
In other words, k must have voted for both blocks B and B′.
Recall that processes must utilize the USIG service when
casting their votes, and the received messages are processed
in a FIFO order. Without loss of generality, assume that the
identifier assigned by k’s USIG to B is less than B′. This
leads to a contradiction, as j does not consider k’s vote for
block B′ as valid. Hence, B′ cannot be notarized by j.
Block finalization. Recall that upon observing two adjacent
blocks with consecutive epochs in a notarized chain, a correct
process finalizes the first of the two blocks in addition to
their entire prefix chain. We argue that if some correct process
observes a notarized chain with two adjacent blocks B0 and B1

with consecutive epoch numbers e and e+1, respectively, then
there cannot be a conflicting block B with the same length
as B0 that also gets notarized by a correct process in any
epoch e′ > e+ 1.

With this aim, let i be a correct process that observes
blocks B0 and B1, and finalizes B0. Besides, for the sake
of contradiction, assume that a correct process j notarizes a
conflicting block B in epoch e′. Since B1 and B are notarized
by i and j, respectively, there is at least one process k whose
votes for blocks B1 and B are received by i and j, respectively.
We now demonstrate that k cannot send a valid vote for B in
epoch e′. This is due to the requirement that processes must
utilize the USIG service when casting their votes. In further
detail, we can consider the following possible cases:
• k is correct. In this case, k does not vote for B as it does

not extend the freshest chain that k has observed.
• k is Byzantine. In this case, k previously voted for B1. Since

messages are processed in FIFO order, process j does not
consider k’s vote for B valid, as it had already received a
vote for B1 from k.

Since both cases lead to a contradiction, we conclude that
finalizing the first of two adjacent blocks with consecutive

epochs in a notarized chain is safe, ensuring the Consistency
property.
Liveness. Given that the timer duration at the start of each
epoch is set to 4∆, we argue that after GST, if there are 3
consecutive epochs e, e+1, and e+2 all with correct leaders,
then by the start of epoch e + 3, every correct process must
have observed a new finalized block that was not finalized
at the beginning of epoch e. We consider the following two
possible cases:
• The leader of e proposes a block Be, and the next leader

notarizes this block. By the start of epoch e+2, all correct
processes observe two blocks with consecutive epochs;
hence, they finalize Be.

• The leader of e proposes a block Be but Le+1 does not
notarize this block. This case occurs if Be does not extend
the freshest chain of other processes, causing them not to
vote. Consequently, assuming that Le sends Be at time t,
processes send TIMEOUT messages by time t+4∆, and all
correct processes enter epoch e + 1 by time t′ = t + 5∆.
Note that if Le+1 has the freshest chain among all correct
processes, Le+1 extends it. Otherwise, it sends a RE-
COVERYREQUEST to obtain the freshest chain from other
processes. This recovery phase is completed by t′ + 2∆.
Once updated, Le+1 proposes a block Be+1, and by the start
of epoch e+3, all correct processes will have observed two
blocks with consecutive epochs, allowing them to finalize
Be+1.

V. EVALUATION

A. Performance Analysis

Implemented protocols. We evaluate the performance of
MINSTREAMLET+ and compare it to the original Stream-
let protocol. Since Streamlet lacks responsiveness, to make
the comparison more meaningful, we introduced RESPON-
SIVESTREAMLET, a responsive variant of Streamlet that op-
erates under the assumption of n = 3f + 1 in partially
synchronous systems without relying on echo messages and
a trusted service, i.e., it implements all improvements of
Section III, except for the one for improving resilience. This
also allows us to quantify better the effect of reducing the
number of replicas from 3f+1 to 2f+1 in MINSTREAMLET+.

All protocols are implemented in Python 3.12.2 Our imple-
mentation of USIG for MINSTREAMLET+ is not hardware-
isolated, but this is not expected to affect the results of the
tests as modern processors implement such isolation very ef-
ficiently. The protocols were evaluated on a cluster consisting
of ten Dell PowerEdge R410 machines, each equipped with
two quad-core Intel Xeon E5520 CPUs running at 2.27GHz
and 32GB of RAM. These machines were connected through
a gigabit Ethernet network. The operating system used during
the evaluation was Ubuntu 22.04.
Deployment settings. The experiments used transactions with
payload sizes of 0, 242, and 992 bytes. For each payload size,
the number of transactions per block was set to 0, 100, or

2The code can be found at https://github.com/tiagomga/streamlet.

https://github.com/tiagomga/streamlet
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Fig. 3: Throughput Comparison of Streamlet, RESPONSIVESTREAMLET, and MINSTREAMLET+ for 10 transactions per block
with varying payloads.
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Fig. 4: Throughput Comparison of Streamlet, RESPONSIVESTREAMLET, and MINSTREAMLET+ for 100 transactions per block
with varying payloads.
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Fig. 5: Throughput Comparison of Streamlet, RESPONSIVESTREAMLET, and MINSTREAMLET+ for 1000 transactions per
block with varying payloads.

1000. Additionally, the system was tested with different fault
thresholds, f ∈ {1, 2, 3}.
Results. The results of experiments are presented in Fig. 3,
Fig. 4, and Fig. 5 for 0, 100, and 1000 transactions per block,
respectively. Across all configurations, MINSTREAMLET+
consistently outperforms Streamlet, especially as the payload
size and number of transactions per block increase. These
figures also illustrate that as the size of the blocks increases,
RESPONSIVESTREAMLET approximates MINSTREAMLET+
throughput. This happens mainly because leader-based con-
sensus protocols are more sensitive to the size of messages

than to the size of groups (in particular, for f ≤ 3), as the
network bandwidth is exhausted during the proposal of such
big blocks.

B. Assessing the Simplicity of MINSTREAMLET+

To assess the simplicity of MINSTREAMLET+, we use cy-
clomatic complexity, a software metric that measures the com-
plexity of a program by computing the number of independent
paths through the source code [15]. For instance, a complexity
of 10 indicates there are 10 independent paths through the
code. A higher cyclomatic complexity value implies more



TABLE I: Comparison between MINSTREAMLET+ and similar protocols.

Protocol Number of
processes

Implicit
echo

Number of messages
to finalize

Communication
complexity

Latency to finalize
(best-case scenario) Responsive Trusted

service(s)

Streamlet [7] 3f + 1 Yes 81f3 + 135f2

+72f + 12
O(n3) 6∆ No –

Damysus [21] 2f + 1 No 12f + 6 O(n) 6δ Yes CHECKER &
ACCUMULATOR

OneShot [23] 2f + 1 No 8f + 4 O(n) 4δ Yes CHECKER &
ACCUMULATOR

PIPELET [10] 3f + 1 No 18f O(n) 6∆ No –
RBStreamlet [11] 3f + 1 Yes 54f2 + 45f + 12 O(n2) 12∆ No –
PALA [19] 3f + 1 Yes 18f2 + 18f + 4 O(n3) 4δ Yes –

SIMPLEX [12] 3f + 1 No 18f2 + 15f + 3
O(n2 ×#blocks)

(not constant) 3δ Yes –

MINSTREAMLET+
(this paper) 2f + 1 No 8f2 + 12f + 4 O(n2) 4δ Yes USIG

complex code, which might be harder to understand, test, and
maintain.

We utilized the third-party library radon [22] to calculate
the cyclomatic complexity of the implemented protocols. This
tool calculates the complexity of each function in every
module of the code and provides the average cyclomatic com-
plexity of the codebase. The average cyclomatic complexity
for the original Streamlet and MINSTREAMLET+ are 2.45
and 2.80, respectively. This indicates that MINSTREAMLET+
is only 14.29% more complex than Streamlet regarding source
code complexity.

VI. RELATED WORK

Blockchain. Many permissioned blockchain consensus pro-
tocols designed for partially synchronous systems are based
on or are improvements of PBFT [8]. PBFT implements
Byzantine fault-tolerant state machine replication, but its high
message and communication complexities have led to the
development of several follow-up protocols. A recent example
is HotStuff [1], which is responsive with a linear message
and communication complexity. It is well-known that partially
synchronous consensus protocols require at least 3f + 1
processes to tolerate f Byzantine processes [24].
Integration of trusted components. The idea of using trusted
components to restrict the power of Byzantine processes has
been used in many protocols (e.g., [13], [20], [21], [25]–
[29]). In particular, by integrating a trusted component, a
Byzantine fault-tolerant consensus protocol operating in a
partially synchronous system can be adapted to function with
2f + 1 processes instead of 3f + 1 in the presence of f
Byzantine faults. Protocols incorporating a trusted component
implement a trusted service (e.g., logs and counters) on top
of it. A minimal trusted service, which is also used in MIN-
STREAMLET+, is the Unique Sequential Identifier Generator
(USIG) introduced in MinBFT [13].

A recent example of protocols that integrate trusted ser-
vices is Damysus [21], which was introduced as a follow-up
improvement upon HotStuff to increase resilience and reduce
protocol latency through trusted components. Damysus em-
ploys two trusted services: CHECKER (to enhance resilience)
and ACCUMULATOR (to reduce latency). Expanding on these

ideas, OneShot [23] further reduces the number of communi-
cation steps in normal-case mode to four. Although OneShot
requires fewer messages to finalize a block than MINSTREAM-
LET+, the protocol has multiple modes of operation, being thus
significantly more complex than our proposal.
Streamlet-like protocols. PALA [19] is a blockchain protocol
that operates in permissioned partially synchronous systems.
Like Streamlet, it leverages a streamlined approach where
a new block is proposed by a unique random leader and
voted on during an epoch. However, unlike Streamlet, a leader
proposes a block that extends the freshest notarized chain,
and a notarized chain becomes finalized upon observing two
adjacent blocks with consecutive epoch numbers. Another
related protocol is SIMPLEX [12], which improves Streamlet’s
latency and avoids echo messages by requiring leaders to send
the entire blockchain in their proposals, allowing processes
that missed some messages to catch up.

PIPELET improves Streamlet by eliminating echo messages
and adopting a leader-to-all and all-to-leader communication
pattern, reducing message complexity from O(n3) to O(n). It
also requires leaders to include notarization proofs and imple-
ment a timeout mechanism to prevent Byzantine leaders from
creating liveness issues. RBStreamlet [11] further addresses
Streamlet’s drawbacks, including block finalization delays,
high bandwidth usage, and cubic message complexity. It
introduces a reputation system that rewards correct processes,
increasing their chance of becoming leaders. The protocol
reduces bandwidth and communication complexity through
erasure coding, Merkle trees, and signature aggregation. Other
aspects related to these protocols are shown in Table I.

VII. CONCLUSION

Streamlet is a permissioned blockchain protocol designed
for simplicity and ease of understanding. However, certain
design choices limit its efficiency and scalability, presenting
opportunities for improvement. In this paper, we introduced
optimizations to address these limitations and proposed MIN-
STREAMLET+, a more practical version of Streamlet. Our
proposed protocol is responsive, finalizes blocks in fewer
steps, and reduces message complexity compared to Streamlet.
Additionally, it incorporates a trusted service to enhance

https://radon.readthedocs.io/en/latest/


resilience. We demonstrated that MINSTREAMLET+ preserves
Streamlet’s simplicity, with only a 14.29% increase in cyclo-
matic complexity. We also compared the performance of MIN-
STREAMLET+ with Streamlet in various scenarios; e.g., with
1000 transactions of 992 bytes per block, MINSTREAMLET+
in a system of size 7 achieved a 274.5% higher throughput than
Streamlet in a system of size 10, while both tolerate f = 3
Byzantine processes.
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APPENDIX A
IMPLICIT ECHO IN STREAMLET

In Streamlet, when a correct process receives a message
for the first time, it echos the message by forwarding it to
all other processes. This section demonstrates why such an
echo mechanism is required even after GST. With this aim,
consider a distributed system composed of four processes –
p0, p1, p2, and p3 – executing the Streamlet protocol without
the echo mechanism. Suppose process p0 is Byzantine and
others are correct. Consider the following scenario after GST.
In epoch 1, p0 is the leader and proposes block B1 only to p1
and p2. Then, p0 sends its votes only to processes p1 and p2,
while processes p1 and p2 broadcast their votes. Processes p0,
p1, and p2 can notarize the proposed block since they collect
2f + 1 votes from distinct processes. Note that p3 does not
notarize any block in this epoch as it has not received any
block from the leader.

From the beginning of epoch 2, the Byzantine process stays
silent. Assume that p1 is the leader of epoch 2 and proposes
a new block B2 extending the longest notarized chain it has
seen – block B1. Note that p3 cannot vote for the proposed
block since its longest notarized chain is still ⊥. As a result, no
process can notarize the block in this epoch. The same issue
arises in subsequent epochs, leading to a liveness problem.

https://doi.org/10.54499/2022.08431.PTDC
https://doi.org/10.54499/UIDB/00408/2020
https://doi.org/10.54499/UIDP/00408/2020
https://eprint.iacr.org/2016/917
https://eprint.iacr.org/2016/917
https://doi.org/10.48550/arXiv.2401.07162
https://doi.org/10.48550/arXiv.2401.07162
https://eprint.iacr.org/2018/981
https://eprint.iacr.org/2018/981
https://radon.readthedocs.io/en/latest/

	Introduction
	Preliminaries
	System Model
	Blockchain
	Overview of Streamlet
	USIG Service

	Making Streamlet Practical
	MinStreamlet+
	Protocol
	Message Complexity
	Correctness Proof

	Evaluation
	Performance Analysis
	Assessing the Simplicity of MinStreamlet+

	Related Work
	Conclusion
	References
	Appendix A: Implicit Echo in Streamlet

