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ABSTRACT
TClouds was an EU project (2010-2013) targeted at improv-
ing the security and the dependability of cloud infrastruc-
tures and services, especially for supporting critical applica-
tions. During the project, the participants of the consortium
developed a platform containing a portfolio of solutions for
improving the state of the art in cloud security and depend-
ability. Here we present an overview of these solutions and
two examples of how they can be integrated to provide se-
curity for critical cloud-based applications.

Categories and Subject Descriptors
C.2.0 [Computer-communication networks]: General—
Security and protection; C.2.4 [Computer-communica-
tion networks]: Distributed Systems—Distributed appli-
cations; D.4.3 [Operating Systems]: File Systems Man-
agement—Distributed file systems; D.4.5 [Operating Sys-
tems]: Reliability; D.4.6 [Operating Systems]: Security
and Protection—Access controls, Authentication, Cryptogra-
phic controls, Information flow controls; H.2.4 [Database
management]: Systems—Distributed databases; J.3 [Com-
puter Application]: Life and medical sciences—Health,
Medical information systems; J.7 [Computer Application]:
Computer in other systems—Command and control .

General Terms
Management, Performance, Reliability, Security.

Keywords
Cloud Computing, Cloud Platform, Trusted Computing,
Byzantine Fault Tolerance, Storage, Databases.

1. INTRODUCTION
The increasing demand of outsourcing the IT infrastruc-

tures and applications to cloud environments, raises con-
cerns about their security and dependability. Indeed re-
ported incidents and practical research works [9, 19] show
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that the current commodity clouds are prone to outages and
possible attacks. In this landscape, TClouds1 [10] was a
project, co-funded by the European Union under the 7th
Framework Programme, targeted at improving the security
and the dependability of cloud frameworks and services,
with the objective of supporting the transition of critical
infrastructures to the cloud paradigm.

This paper aims at presenting the TClouds platform – the
main outcome of the project – giving a high-level overview
of the platform, its architecture and the subsystems it is
composed of. Research results related to the subsystems,
including their effectiveness and technical details, can be
found respectively in the referenced papers and deliverables
(available from the project web page). The goal of this work
is to provide an integrated view of the platform, summariz-
ing what it offers to improve the security of cloud applica-
tions. The motivation for providing two IaaS frameworks
and an initial comparison of the resource costs of the offered
secure/resilient storage services are also given. The cho-
sen approach for TClouds, which does not fully integrate all
subsystems in a single software package, recognizes that the
complexity of the cloud security problem could not be solved
by a single solution, requiring thus a multitude of options
and services that can be adapted to different application re-
quirements. Such an approach is backed by the concept of
platform presented here, and is validated by two different
instantiations for the project’s benchmark scenarios.

The paper is organized as follows: Section 2 introduces the
concept of platform while Section 3 outlines the architecture
of Amazon Web Services and shows how the platform con-
cept applies to it; Section 4 presents the TClouds platform
architecture and its subsystems; Sections 5 and 6 report on
two instantiations of the TClouds platform for different ap-
plications and conclude the paper, respectively.

2. CONCEPT OF CLOUD PLATFORM
Extending the original meaning of “flat form” as a place

suitable to sustain, the concept of platform in a personal
computing context indicates a hardware and/or software
architecture that serves as a foundation on which applica-
tion programs can run, that is, “an alternative term for a
computer system, including both the hardware and the soft-
ware”.2

The term originally dealt with only hardware, and some-
times it is still used to refer to a particular CPU model or

1https://www.tclouds-project.eu/
2http://www.ict4lt.org/en/en_glossary.htm
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computer family (e.g., x86 and x64). However, most of the
times by “platform” one means an environment where soft-
ware can run, ranging from an operating system which is,
from the application software perspective, a platform by de-
fault, to application software, which can serve the purpose of
a platform from an ad-hoc extension perspective. Therefore,
an application can run on a platform and serve in turn as a
platform for other programs. Nevertheless, applications that
do not provide any API cannot be considered as platforms.

The recent rise of cloud computing posed a paradigm shift
for computation, allowing users to benefit from “everything-
as-a-service” for the first time. In fact, globally deployed
cost-efficient and scalable resources are made available on
demand, allowing users to access them via lightweight de-
vices and a reliable Internet connection. According to the
National Institute of Standards and Technology (NIST), the
cloud computing paradigm is composed by three service
models [15]: Infrastructure as a Service (IaaS), allowing
users to provide fundamental computing resources where the
consumer is able to deploy and run arbitrary software; Plat-
form as a Service (PaaS), allowing to deploy onto the cloud
infrastructure applications created using tools supported by
the provider; and Software as a Service (SaaS), allowing
users to access providers’ applications running on a cloud
infrastructure.

At a first glance, a parallelism between the personal com-
puting and the cloud computing paradigm become evident.
One could associate, respectively, the cloud computing IaaS
to the personal computing hardware, the PaaS to a personal
computing Operating System (OS) or software development
frameworks, and finally the SaaS to a software application
running in user space. However, such glance does not grab
a main distinction among the two models: while in personal
computing both the software framework environments and
user applications run imperatively on top of the hardware
and the hardware therefore acts as a platform for them, in
cloud computing there’s no constrained dependency between
IaaS, PaaS and SaaS, i.e., SaaS and PaaS provisioning does
not depend on IaaS, therefore IaaS is not a mandatory plat-
form for PaaS and SaaS. For instance, solutions like Own-
cloud3 propose PaaS provisioning without asking for any
IaaS. Users may install Owncloud in their own (Web and
RDBMS) server and install, in turn, a series of (SaaS) ap-
plications (e.g., agenda and calendar) on top of it.
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Figure 1: Architectural and logical cloud stacks.

Generally speaking, in the context of cloud computing,
IaaS, PaaS, and SaaS may be selectively provided to the user
and interact among one each other when required according
to the user’s specific goals. As an additional example, a user
aiming to provide a web service may (1) ask for a virtual
machine, install his preferred OS and setup his own web

3http://owncloud.org/

server (IaaS); (2) use the cloud tools to build his service
(PaaS); (3) use the closest web service already provided by
the cloud (SaaS). In a logical point of view, when looking to
IaaS, PaaS and SaaS from the cloud provider perspective,
one may create a taxonomy of services and arrange them
in a logical stack, as depicted in Figure 1. However, from
an architectural point of view, IaaS, PaaS and SaaS are not
arranged in any stack. They rather depend on either the
cloud OS or the cloud middleware.

3. AMAZON AWS ARCHITECTURE
A series of commodity clouds implements the concept of

platform outlined in Section 2 2, in particular Amazon Web
Services (AWS). An overview of AWS is given, showing the
way a real application can be built on top of it by selecting a
subset of platform services/components. Officially launched
in 2006, AWS is a cloud platform providing several func-
tionalities that allow the cloud customers to build their own
cloud-based systems. Each functionality is provided as a
service and could be exploited alone or integrated with oth-
ers, in order to realize a more complex system. Figure 2
shows that the AWS platform is organized in layers, each
one representing a class of services4.
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Figure 2: Amazon Web Services platform.

At the base of the platform, there is the global physical
infrastructure of the Amazon cloud – spread over different
geographical sites – which is shared among all the services.
Three layers lie above the infrastructure, each one repre-
senting a class of services. The first class groups the basic
services, such as computing, storage, database and network-
ing, while the second groups the middle level ones such as
searching and message queuing. Finally, the third class in-
cludes a set of high level services providing functionality to
administrate and monitor the platform or to manage the
identity and the permissions of the platform users.

3.1 Example application: theneeds
A good example showing the AWS services as cloud ap-

plication building blocks is theneedsα5, a content curation
platform that helps readers discover and share the best on-
line content and services tailored to their specific interests.
The theneedsα infrastructure6 is deployed in two Elastic

4This figure is adapted from http://docs.aws.amazon.
com/gettingstarted/latest/awsgsg-intro/intro.html.
5http://www.theneeds.com
6Details by courtesy of E. Cesena (ec@theneeds.com).
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Cloud 2 (EC2) instances both using AutoScale.7 In the fol-
lowing, we refer to them with the names Front End (FE)
and Back End (BE). The FE is interfaced to the Internet
through the Elastic Load Balancer (ELB) while static con-
tents like images are provided via Amazon S3. Furthermore,
the management of DNS queries is optimized thanks to the
usage of the Route53 service. For data exchange between FE
and BE theneedsα uses a database back-end implemented by
means of RDS Multi-AZ, while to manage HTTP sessions
and caching, theneedsα adopts a third party NoSQL back-
end (Redis Cloud8). All the back-end tasks are dispatched
by the FE on a queue implemented using Amazon SQS queu-
ing service by the BE and executed on it. About the infras-
tructure monitoring, the FE is equipped with CloudWatch.
Moreover, the application data are inspected via a RSys-
log based system while the web traffic is analysed through
Google Analytics. Finally, theneedsα adopts CloudSearch to
implement searching capabilities and Amazon SES for email
based notification delivering. The theneedsα case highlights
how the integration of different “standalone” services could
help cloud customers in the implementation of a complex
cloud based application.

4. THE TCLOUDS PLATFORM
The TClouds project defined a secure cloud vision and de-

veloped a platform – depicted in Figure 3 – accordingly. The
platform is composed of a set of components, called subsys-
tems and listed in Table 1. These components are grouped
in three classes: infrastructure, middleware and services.
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Figure 3: The TClouds platform.

The first class of subsystems allows the development of
more secure services standing at IaaS logical layer, while
the second and the third classes do the same for the PaaS
layer. In particular, the libraries belonging to the middle-
ware class are the foundation for the third class of subsys-
tems, i.e., the actual services at PaaS layer. In the first
class we can further distinguish between subsystems that
implement/enhance the core technology with security fea-
tures, and subsystems targeted to the cloud management
(marked as mgmt in both Figure 3 and Table 1). In the
second and third classes we can further distinguish between
subsystems working in a single cloud and those enabling the
cloud-of-clouds paradigm (marked as CoC in both Figure 3

7All AWS services mentioned in this section are extensively
documented in http://aws.amazon.com/products/.
8http://redis-cloud.com/

and Table 1). The TClouds platform is, therefore, a set of
building blocks for applications. Within the project, such
platform has been validated by two benchmark scenarios:
home healthcare and smart lighting. They consist of two
SaaS applications built on top of two different instantia-
tions of TClouds platform (see Section 5). A high level view
of how the TClouds platform can be used in multi-cloud
environments is given in [24].

4.1 Infrastructure
We classify as infrastructure the set of subsystems that

can be combined to create two possible secure services at
IaaS layer.

The first one, called Trustworthy OpenStack (TOS) [18],
is based on OpenStack9, an open-source framework for re-
source management in cloud environments that integrates
several subsystems (the group called Infrastructuretos in the
Figure 3). Access Control as a Service (ACaaS) and Remote
Attestation Service (RA Service) allow to create a trusted
infrastructure in which VMs are instantiated on the cloud
nodes only if (1) software installed on the nodes is validated
against pre-defined sets of measurements (hash of the bi-
naries) and (2) the instantiation respects some access con-
trol rules expressed in terms of node security properties re-
quested by the user when launching the VM. Both subsys-
tems are implemented as new filters for the standard Open-
Stack scheduler. By this the scheduler acquires new capa-
bilities for planning VM deployments. The RA Service is
based on the OpenAttestation10 SDK and on an integrity
analysis tool for Linux distributions [11]. Ontology-Based
Reasoner-Enforcer is an enhancement of libvirt to support
Trusted Virtual Domains (TVDs) and a plugin for the Quan-
tum11 component, thus enhancing the capabilities of Open-
Stack to instantiate per-customer TVDs; it can work to-
gether with Security Assurance of Virtualized Environments
(SAVE) [8] to verify the correctness of the deployment. The
Cryptography as a Service (CaaS) [7], based on Xen hypervi-
sor, allows the VM image and disk volumes protection while
the VM is running by using transparent on-the-fly encryp-
tion/decryption. Log Service provides a secure log for the
cloud, both at the IaaS and the PaaS layers: confidential-
ity, access control and forward integrity of the log entries
are guaranteed by design through different secure logging
schemes (Schneier-Kelsey [22] is the first one implemented).
A resilient version of the Log Service uses CheapBFT mid-
dleware (see Subsection 4.2) to guarantee the availability of
this service despite the occurrence of Byzantine faults.

Most of the mentioned subsystems are meant to increase
the security of the customer’s virtual resources against other
customers or by guaranteeing the access to higher security
cloud resources. CaaS goes further and guarantees a security
property, the confidentiality of VM volumes, against a mali-
cious cloud administrator by exploiting Trusted Computing
technology. Most subsystems (RA Service, Ontology-Based
Reasoner-Enforcer, Log Service and SAVE) can also be used
independently from Trustworthy OpenStack or in conjunc-
tion with other cloud frameworks.

9http://www.openstack.org/
10https://github.com/OpenAttestation/OpenAttestation
11Quantum is a virtual networking service for OpenStack,
available since the Folsom version:
http://docs.openstack.org/folsom/
openstack-network/admin/content/index.html.
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TClouds subsystem Classification Description

Access Control as a Service (ACaaS)
Infrastructuretos

[mgmt]
It ensures that user VMs are only executed on cloud nodes
matching their security requirements.

Ontology-based Reasoner-Enforcer
Infrastructuretos

[mgmt]
It allows the definition of TVDs and enforces the network isola-
tion property at infrastructure level.

Remote Attestation Service (RA Service)
Infrastructuretos

[mgmt]
Web based framework performing the integrity verification of
the cloud nodes via Remote Attestation.

Cryptography as a Service (CaaS) Infrastructuretos
It enables a VM to use an encrypted storage device transparently
(including the root file system) as if it were plaintext.

Log Service (*) Infrastructuretos
Secure logging services providing log files integrity verification
and confidentiality preservation.

Security Assurance of Virtualized
Environments (SAVE)

Infrastructuretos

[mgmt]
It extracts configuration data from multiple virtualization envi-
ronments, in order to validate isolation of cloud users.

TrustedObjects Manager (TOM) [mgmt]

Trusted Management Channel [mgmt]

TrustedServer

Infrastructuretic

Ensures integrity by means of Trusted Computing technologies,
providing TVDs (securely isolated and encrypted computing,
networking and storage resources) and controlling all manage-
ment aspects of the cloud, abandoning the threat of cloud ad-
ministrators with elevated privileges.

State Machine Replication (BFT-SMaRt)
Middleware
[CoC]

General BFT State Machine Replication middleware for Java.

Resource-efficient BFT (CheapBFT) Middleware
Extension of BFT-SMaRt that makes use of trusted (hardware)
components to ensure secure replication with less replicas.

Fault-tolerant Workflow Execution Middleware Robust web services orchestration engine based on BPEL.

Resilient Object Storage (DepSky)
Middleware
[CoC]

Replication library for storing data in a set of S3-like cloud stor-
age services.

Simple Key/Value Store (memcached) Service It efficiently stores key-value pairs in memory.

Confidentiality Proxy for S3 (**) Service
It provides a confidentiality layer on top of the commodity S3
storage service.

Log Service (*) Service
Secure logging services providing log files integrity verification
and confidentiality preservation.

Cloud-of-Clouds File System (C2FS)
[DepSky + BFT-SMaRt]

Service
[CoC]

Cloud-backed file system that stores data securely in several
clouds.

Fault-tolerant Relational DB (SteelDB)
[CheapBFT / BFT-SMaRt]

Service
[CoC if BFT-SMaRt]

SQL database replication engine implemented over BFT-SMaRt
or CheapBFT

KV-Store
[CheapBFT / BFT-SMaRt]

Service
[CoC if BFT-SMaRt]

Key-value store implemented using BFT-SMaRt or CheapBFT

(*) The same subsystem Log Service is used with two different instantiations as infrastructure and service component.

(**) This subsystem is also integrated with Infrastructuretic for the transparent encryption setup within a TVD.

Table 1: The TClouds subsystems and their classification.

The second infrastructure developed in the project was
calledTrustedInfrastructure Cloud (TIC) [18]. This infras-
tructure is based on a proprietary technology to create vir-
tual infrastructures (network plus VMs) in which informa-
tion flow constraints are enforced in a secure way through
the use of Trusted Computing technology and a security
kernel. It integrates the following subsystems (the group
called Infrastructuretic in the Figure 3): Trusted Server, a
computing node in the infrastructure, Trusted Object Man-
ager (TOM), the management component, and a Trusted
Management Channel for secure authentic communication
between TOM and a Trusted Server.

The motivation for implementing two distinct infrastruc-
tures is the following. TrustedInfrastructure Cloud is con-
structed from ground up with security and trustworthiness
in mind, employing Trusted Computing technologies as a
hardware anchor. With trusted boot and remote attesta-
tion we ensure that only untampered servers with our secu-
rity kernel are started and that the sole way of administra-
tion is via the trusted channel from the management compo-
nent TOM. Hence no administrator with elevated privileges
is necessary and hence this functionality is completely dis-
abled, abandoning the possibility for an administrator to
corrupt the system. On the contrary, Trustworthy Open-
Stack is based on OpenStack which has a strong bias to-

wards a scalable and decentralized architecture. We extend
or embed new components into the OpenStack framework
to improve its security. With these two infrastructures we
can cover the needs of a wide range of application scenar-
ios. TrustedInfrastructure Cloud is especially attractive for
private or community clouds with high security demands,
while Trustworthy OpenStack is attractive for large-scale
public clouds.

Given one of these two infrastructures to support the exe-
cution of virtual machines, one can develop applications on
top of such a secure cloud. These applications can make use
of some other TClouds subsystems that fall in one of the
two classes: middleware and services.

4.2 Middleware
Middleware components provide programming libraries as

well as services that can be used to implement applica-
tions and services to be deployed both in a TClouds in-
frastructure or any other standard computing environment.
The TClouds platform defines replication middleware com-
ponents that were aligned with one of the main objectives
of the project: avoiding single-points of failure.

The first type of middleware provided in TClouds is based
on the State Machine Replication (SMR) paradigm [21],
where clients can invoke operations that are executed in a
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set of replicas in a coordinated way, i.e., all replicas execute
the same sequence of operations, even if a subset of these
replicas are subject to arbitrary failures that may crash or
corrupt the replica state.

The platform provides two implementations of SMR. The
first is BFT-SMaRt [6], an open-source Java programming
library implementing state-of-the-art replication algorithms
to tolerate up to f Byzantine faults in a group of at least 3f+
1 replicas. The second SMR middleware is CheapBFT [17],
an extension/redesign of BFT-SMaRt implementing a novel
replication protocol that requires only f + 1 active replicas
(plus f backup replicas) to tolerate up to f Byzantine faults.

Notice that CheapBFT requires less replicas than BFT-
SMaRt, but it requires the replicas to be equipped with
trusted components (e.g., a TPM or similar) as the one
provided in the TClouds infrastructural solutions. BFT-
SMaRt, on the other hand, makes no assumption about the
replicas, and thus it can be used to implement replicated ser-
vices with replicas spread around different cloud providers,
enabling the cloud-of-clouds paradigm.

A second type of replication middleware that TClouds
provides is the resilient object storage implemented in the
DepSky cloud-of-clouds replicated storage [3]. DepSky is a
Java programming library that implements a set of repli-
cation protocols that store objects (variable-size byte ar-
rays) in a set of cloud storage services (e.g., Amazon S3,
Rackspace Files, Google Storage, etc.). Notice that con-
trary to the SMR solutions, DepSky does not support ser-
vice replication (i.e., there is no server or general service),
as the client-side programming library can be used only to
store data securely in multiple cloud storage providers.

Finally, the third and last replication middleware is a
BPEL-based orchestration engine that can be used to coor-
dinate interactions between multiple services in a cloud en-
vironment. The key innovation of this middleware/service,
when compared with similar engines, is that it is fault-
tolerant [2].

4.3 Services
Services are subsystems that can be used by external ap-

plications. A primary example of TClouds services can be
identified in all the storage solutions devised in the project.
Some of the services developed in TClouds directly use the
middleware developed within the project. In fact, most of
the innovation of these services are due to this middleware.

Table 2 shows a comparison in terms of the resources re-
quired to run different storage services of the TClouds plat-
form. The costs are given in terms of the number of VMs,
Hardware-enhanced VMs (HVM) or storage clouds required
to run these services.

In a similar way to AWS and other cloud providers, a
TClouds-enabled provider could also offer several secure and
high-available database solutions. These solutions aim for
supporting different application needs and require various
amount of resources. The KV-SMR is a highly dependable
and durable storage service (that is able to tolerate even
the most conspicuous failure behaviors) that can be used
by applications that do not require relational semantics in
their data store (in the same spirit of NoSQL databases).
The implementation of such storage service is simplified by
the development of a durability layer for SMR-based stor-
age services [5]. Finally, the fault-tolerant relational DB
(SteelDB) is an implementation of a Byzantine fault-tolerant

Service Resources

KV-SMR (CheapBFT) 2f + 1 HVMs

KV-SMR (BFT-SMaRt) 3f + 1 VMs

SteelDB (CheapBFT) 2f + 1 HVMs

SteelDB (BFT-SMaRt) 3f + 1 VMs

Simple Key/Value Store (memcached) VM

Confidentiality Proxy for S3 single storage cloud

C2FS (DepSky) 3f + 1 storage clouds

Log Service VM

Log Service (CheapBFT) 2f + 1 HVMs

Table 2: TClouds services and required resources.

relational database based on the TClouds BFT middleware.
The key idea here is to implement the Byzantium algo-
rithm [14] to synchronize database replicas only when trans-
actions are committed. Both KV-SMR and SteelDB can be
deployed over BFT-SMaRt or CheapBFT. As expected, if
BFT-SMaRt is used, four replicas are required to tolerate a
single fault, but plain VMs could be used to run these repli-
cas. If CheapBFT is used, only two active replicas and one
backup replica is required to tolerate one Byzantine fault,
however, the VMs need to be hardened by a trusted compo-
nent.

The platform also offers dedicated VMs that can be used
as main-memory cache for applications that are subject to
low-latency requirements: the simple key/value storage.

In terms of (external) object storage, two enhanced ser-
vices are provided in TClouds. The first is a confidentiality
proxy for AWS’ S3 storage service. The idea of this ser-
vice is to use external cloud storage services ensuring the
confidentiality and integrity of the data stored there. The
other one is C2FS [18], a cloud-of-clouds file system, that
uses the DepSky middleware to store data in several cloud
storage providers. C2FS offers confidentiality, integrity and
availability, even in the case part of the providers in charge
of supporting the system are unavailable or offline. Despite
the fact C2FS requires four clouds to tolerate a single faulty
provider, its cost in terms of storage is just 50% higher than
what is required when storing the data in a single provider
(e.g., when using the confidentiality proxy). This is achieved
with the use of RAID-like techniques implemented by Dep-
Sky [3].

The only storage offer that is not suited for storing gen-
eral application data is the Log Service. This is a specialized
service that can be used to store secure logs for the purpose
of accountability and auditability of TClouds-based applica-
tions. The Log Service can be used with a single remote
server for storing the logs (being thus subject to the same
problems as in normal, non-replicated systems), or be de-
ployed using a log storage over CheapBFT middleware, in
which the availability and integrity of the logs is ensured
even if some of the storage nodes are compromised.

5. PLATFORM INSTANTIATIONS
To demonstrate and evaluate the TClouds platform we

instantiate it in the context of two application scenarios:
home healthcare and smart lighting. The home healthcare
scenario develops a home monitoring system for depressed
patients including various stakeholders: patients, relatives,
physicians, pharmacists, therapists, etc. The core issue is
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the processing of the confidential patient data. The smart
lighting system controls the public lighting of a city, and
the main requirement is the integrity and availability of the
system. These scenarios employ different subsets of the
TClouds subsystems to match their specific requirements.
In the following we describe each scenario in more detail.

5.1 Home Healthcare
The home healthcare scenario (Figure 4) [12, 13] is hosted

on top of Trustworthy OpenStack. This platform provides
some core security benefits which are the foundation for the
security requirements for the application layer. The appli-
cation logic itself enforces a fine grained access control on
the processed patient data to ensure privacy of the data.

Cloud-of-Clouds

…

Private Foundation Cloud

Hospital 

TVD

LSLSLS
LSLSLS

AS
…

AS

PHR

TPaaS TVD

EHR_DEEHR_IT

Germany
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Hospital Cloud

Hospital 
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LSLSLS
LSLSLS

Italy
Private IT 

Hospital Cloud

Figure 4: Home healthcare scenario.

The home healthcare application scenario provides a series
of new advanced services. It shows that it is possible to
create an application framework where a series of third party
applications can achieve the goal of processing medical and
non medical data to derive additional information, use it
as a significant input for research, and allow for sharing it
in full compliance with EU regulations. Since the sensitive
nature of medical data calls for platform enhanced security
features, we chose to run the framework on top of TClouds
Platform.

Due to their critical sensitiveness, services built on top of
patients’ data experience a severe unalignment with those
built on top of other sensitive personal information such as
picture sharing, online polling, social network profile lookup
and the like. To fill this gap, we depict a scenario where a set
of third party applications allow for a huge series of services
based on two data types: Electronic Health Records (EHR),
i.e. medical data, usually subject to strict law enforcement
(e.g. they must be stored in the country they are gener-
ated); Personal Health Records (PHR), i.e. non medical
data that may also be recorded by means of ad-hoc personal
devices12. As a first service, patients can share their medical
data (EHR) with anybody, including doctors, even in case a
doctor is enrolled in a foreign hospital. Secondly, the medi-
cal (EHR) and non medical data (PHR) can be aggregated
and used to derive further information: this reveals essential
to feed research in multiple domain. Thirdly, applications
can focus on a set of stakeholders, such as doctors, relatives,

12Actiwatch - http://www.healthcare.philips.com/main/
homehealth/sleep/actiwatch/default.wpd that allows to
monitor the day-by-day activity of the patients affected by
depression.

physicians, pharmacists, therapists and other healthcare op-
erators. These applications selectively run at the cloud ser-
vice provider facilities according to specific business plans.

The healthcare Trustworthy Platform as a Service (or
TPaaS) is proposed as a framework allowing developers to
build the above mentioned applications and cloud service
providers to run them. Thanks to TPaaS applications, on
the one hand end the users benefit from a secure and re-
silient trustworthy environment to access various third party
healthcare applications, share data without border limits
and control it in compliance with EU legislations; on the
other hand, the healthcare service providers benefit from a
dynamic service composition, where integrated data paves
the way for more research, at reduced infrastructure and
maintenance costs, reduced recovering time and time to mar-
ket. This therefore translates to higher productivity.

However, to guarantee such a huge list of benefits, a series
of legislation constraints and security requirements has to
be met. First of all, medical data must reside in the country
it has been generated and cannot leave it. Operations on
data should be traceable, and the property of accountability
is therefore required. Furthermore, since outsourcing data
control to the cloud provider may lead to its leakage, isola-
tion from other tenants poses as an additional requirement.

The need for emergency access and prompt responses calls
for service availability and resilience, which become primary
requirements when considering in an healthcare scenario,
which faces critical situations like patient monitoring, where
downtime is not affordable.

Finally, countermeasures against classical cloud related
threats, such as protection against not trustworthy cloud
providers and data lock-in, have to be taken to prevent data
leakage and high data migration costs.

To meet all the above mentioned security requirements,
we decided to run TPaaS on top of TOS, the IaaS provided
by the TClouds Platform. In the following, we describe the
overall architecture in details.

5.1.1 Overall scenario architecture
Figure 4 shows a possible realistic deployment scenario

for home healthcare. Several hospitals around Europe may
want to offer cross-border federated e-health services. For
this reason they may want to set up, e.g. via a founda-
tion and through a technological partner, a secure private
cloud infrastructure, that will be targeted to e-health ap-
plications (thus requiring a secure IaaS cloud platform as
the one provided by TClouds) but shared among possibly
multiple hospitals. Each hospital will keep its legacy ICT
infrastructure, physically separated from the cloud, however
part of it can also run in the shared cloud, even though con-
fined in its own Trusted Virtual Domain, to have it isolated
from the other tenants, i.e. the hospitals. Finally, the home
healthcare TPaaS and the applications built on top of it,
shared among the hospitals, will run in a dedicated Trusted
Virtual Domain: PHRs typically do not have restrictions
for storage, while EHRs in EU, due to national legislation,
must reside in the country they are generated.

Different roles have to be played in this scenario: the
Cloud Administrator and two types of Cloud users. They
are the TPaaS Administrator (that is the cloud customer)
and the TPaaS users (that is the stakeholders): doctors, pa-
tients, friends and 3rd party application developers. The
TPaaS Administrator is the VMs’ owner and can set the in-
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frastructure requirements to be satisfied and configure the
platform services; she has the complete access to the log
generated at the TPaaS layer.

5.1.2 TPaaS platform
TPaaS13 is a cloud oriented platform allowing the users to

manage and share their EHRs and PHRs with high levels of
security and privacy on top of the cloud. Patients and doc-
tors access TPaaS via a web portal called Appliance, which
enforces by design a fine grained access control in order to
ensure privacy of the data. To securely tracking the access
to EHRs/PHRs, the Appliance employs a dedicated instance
of the TClouds Log Service.

According to the statistics of the San Raffaele hospital
which is also a TClouds member, 3 million patients gener-
ate 10TB of EHRs per year. PHR data – i.e. physical data
from activewatch sensors, GPS, position, food images, etc.
– can be estimated as ranging from 10 to 100TB per year.
Since these data are not sensitive, their storage can be out-
sourced to external clouds and there are no restrictions on
the physical location of the storage. However, to ensure data
availability as well as to avoid data loss after storage faults,
the TPaaS platform backs up the PHRs with the mediation
of the TClouds Platform’s C2FS.

Due to the medical nature of EHR data, their manage-
ment has some law restrictions, for instance related to the
geographical location. Therefore their storage is not out-
sourced and advanced scheduling features for VMs provided
by the TCloud Platform via ACaaS are used to comply with
the legal constraints.

Due to the sensitiveness of EHR data, further measures
are required to prevent information leakage: integrity of the
cloud nodes and VM encryption respectively implemented
by TClouds Platform’s RA Service and CaaS.

Moreover, to ensure isolation of data flows, all EHRs and
PHRs managed by TPaaS should be confined in networking
environments isolated from the other tenants (i.e. from the
other hospitals). This requirement calls for TClouds Plat-
form’s Trusted Virtual Domains (TVDs), provided through
the Ontology-based Reasoner-Enforcer.

Finally, the TPaaS Administrator must be able to verify
the correct location of the deployed VMs to guarantee the
storage location of the EHR data. This capability is pro-
vided by TClouds Platform through SAVE.

5.1.3 TClouds Platform for TPaaS
The TClouds Platform backs and complements the TPaaS

architecture and applications.
As a cloud platform, among the two available TClouds

IaaS options, TOS was selected in spite of TIS, because it
has a strong bias towards a scalable and decentralized archi-
tecture: therefore it is suitable for large-scale public/private
clouds and fits the home healthcare scenario. TOS is com-
posed of OpenStack and a series of TClouds Platform sub-
systems hereafter reported. (1) The Cryptography as a Ser-
vice allows for providing confidentiality to VM images while
they are stocked in storage systems or loaded in memory;
this helps the TPaaS platform to keep sensitive data con-
fined. (2) Access Control as a Service is an advanced VM
scheduling that the TPaaS Administrators use to control
the geolocation of VM deployment; this is required for the

13Promo available at https://www.youtube.com/watch?v=
Ulr9XRiwfwY

VM storing the EHRs, in order to meet the legal require-
ments. (3) Remote Attestation Service is used by the cloud
infrastructure to retrieve the information about the status
of the software running on the cloud nodes. Such system
implements a RESTful service that performs the remote at-
testation of the nodes according to the principles defined by
the Trusted Computing Group [23]. (4) The Ontology-based
Reasoner-Enforcer is used to set up the Trusted Virtual Do-
mains to enforce the secure separation of the tenants: the
TPaaS Administrators sets one TVD that will be used for
TPaaS applications while the other TVD will be used for
the hospitals’ shared IT systems. (5) The Log Service pro-
vides tamper-proof logging of the infrastructure to prove ev-
idences, e.g., of the deployment, to both Cloud and TPaaS
Administrators (Log Service at Infrastructure layer). (6)
CheapBFT is used to add tolerance to byzantine faults to
the Log Service storage. Finally, (7) the SAVE tool is used to
check the correct deployment of the VMs according to prop-
erties set to meet the scenario constraints, like the correct
deployment location of the VMs. The first six subsystems
are completely transparent to the TPaaS and the related ap-
plications because they run a layer underlying TPaaS: the
TPaaS Administrator can only configure them through the
TOS administrative interface. SAVE, instead, even if being
part of TOS, has been wrapped as a service and provided an
interface for the TPaaS Administrator, so that he can verify
the correct VM deployment from within the TPaaS.

Two other TClouds Platform subsystems are used in this
scenario. (8) C2FS is employed to backup large data set like
PHRs that do not have legal restrictions on location to com-
modity clouds through the cloud-of-clouds approach. (9)
Tailored memcached is used to provide an efficient key-value
cache to TPaaS; it runs as a tiny VM in the same Trusted
Virtual Domain as the other TPaaS VMs. Finally, (10) ac-
cording to the platform represented in Figure 3, another
instance of the Log Service is running at the PaaS layer.
Log Service at Application layer is used only to serve TPaaS
and to record the critical events occurred at that layer, like
CRUD operations14 on the data managed by TPaaS and
access policy changes on access control.

These three services of the TClouds Platform are directly
used by TPaaS. Indeed the latter has been designed to make
explicit use of such services.

5.1.4 Trust model
Many TOS-specific subsystems make the cloud infrastruc-

ture more secure: isolation of the customers, integrity of the
nodes, external audit, etc. enhance the security for the cloud
provider.

The cloud provider is still to be trusted, but other subsys-
tems implement or go towards security for the customers.
At the infrastructure layer TOS, for instance, provides VM
confidentiality against a malicious cloud provider through
CaaS, while the Log Service Core and RA Service can run
on a trusted node, external to the cloud and run by a third
party. A the upper layers, the TClouds Platform storage
replicas allow to tolerate faults of untrusted cloud providers.

In the end, TClouds helps a cloud provider and TPaaS
Administrator to reduce the so called “commitment gap”
between the Service Level Agreement and the actually im-
plemented security.

14Create, Read, Update and Delete
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5.1.5 Implementation
Figure 5 shows a simple cloud architecture implemen-

tation presented at the final project review to show how
TClouds building blocks fit together for the deployment sce-
nario just depicted. Two hospitals located in Italy and Ger-
many make use of the TPaaS. EHR databases are located in
the hospitals’ countries, therefore the database servers run
each one in a different VM: one VM is deployed on a node
located in Italy while the other one on a node located in
Germany. PHR and TPaaS VMs do not have any particular
location requirement, therefore are deployed on the nodes to
best distribute the workload. All mentioned VMs are con-
nected to the layer 2 network of the single home healthcare
TVD. In addition, two other VMs are part of this TVD: the
Log Service serving TPaaS and memcached, the latter being
a tiny, tailored and efficient VM. CaaS for VM confidential-
ity has been set up on a single node while the other nodes
are integrity-checked via RA agents by the RA service.

CheapBFT backs the storage of the Log Service serving
the infrastructure. The client part of C2FS has been in-
stalled in the TPaaS VM. The Net component running in
the cloud controller together with the Net agent present in
each node set up the TVD. The cloud scheduler enhanced
with ACaaS and RA service runs on the cloud controller.

A trusted node external to the cloud runs the trusted com-
ponent of the Log Service, the RA verification service and
SAVE that are out of control of the cloud provider.

Finally, two different hypervisors have been used, Xen and
KVM, to demonstrate that the flexibility of OpenStack, the
foundation for TOS, has been preserved in the latter.

The dark area of each controller/node box in Figure 5 rep-
resents the hypervisor, the Operating System and the set of
components for the cloud management and operations. In
particular, the components in the lower part of the dark ar-
eas are the standard OpenStack building blocks that have
been in some case enhanced to make TOS (like the sched-
uler and the Net component). Instead the components in
the upper part of the dark areas are new TClouds building
blocks explicitly implemented for TOS.

EHR_DE 

VM

PHR 

VM

H
e

a
lt

h
ca

re
  T

V
D

C2FS 

Cloud-of-Clouds

192.168.249.91 EHR_IT 

VM
Appliance 

VM

Tailored 

Memcached

Log 

Service

KVM

Net

Linux

Dashboard

Scheduler

Compute

ACaaS

Net

agent

Net

agent

Internet

CheapBFT

Resilient Log 

Storage

Trusted

Host

RA service

Log core

SAVE 

service

Controller - DE Node2 - ITNode1 - IT

Cloud data/management network

Xen
Linux

Xen + CaaS
Linux

RA agent

Log storage

Compute

Com

pute

CaaSRA agent

Log client

Healthcare TVD 

data network

Figure 5: Home healthcare simple implementation.

5.2 Smart Lighting System
In a nutshell, the core of the smart lighting scenario [20,

16] depicted in Figure 6 is a critical web service that main-
tains a schedule of events (e.g., turn lights on/off) for each
equipment of one or more urban districts. The system end-
users access it through a web interface to define new events
or view the schedule of events for each area of a municipality.
The SCADA system that controls the managed equipment
accesses such web service to obtain possible changes on the
schedule of events for devices.

Our implementation of this application is hosted on top
of the TrustedInfrastructure Cloud. There are two main re-
quirements for the the database: integrity and availability.
These requirements are satisfied by replicating the database
using the BFT State Machine Replication middleware de-
veloped in TClouds. Moreover the application provides two
interfaces, one to general web browsers that can only read
data from the database, and a second one, with write privi-
leges, that can only be accessed by machines within a TVD.
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EDP'Porto'datacenter'
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AS"

SKVS"

Rela+onal"
DB"
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Figure 6: Smart lighting scenario.

This scenario uses the following TClouds subsystems: (1)
Trusted Objects Manager, Trusted Server, Trusted Manage-
ment Channel, which together provide the core cloud infras-
tructure with strong integrity and confidentiality properties
to implement TVDs; (2) State Machine Replication (BFT-
SMaRt), to provide Byzantine fault tolerance to the rela-
tional DB (SteelDB), with its four replicas deployed in two
trusted clouds and two commercial clouds; finally, (3) the
Simple Key / Value Store (memcached) is used for caching
database data, avoiding the latency of wide-area replication.

In the following we first describe how the TrustedInfras-
tructure Cloud is used to enforce security properties on a
private cloud (Section 5.2.1) and then we proceed to de-
scribe how SteelDB is used for implementing disaster toler-
ance with the help of public clouds (Section 5.2.2).

5.2.1 Securing a Single Datacenter
To secure a single datacenter hosting the smart light-

ing application, we employ the TrustedInfrastructure Cloud.
We make use of two core security features: the strong in-
tegrity properties and the domain isolation by Trusted Vir-
tual Domains. Integrity is ensured by employing Trusted
Computing technologies on the Trusted Infrastructure. The
Trusted Platform Module (or a Hardware Security Module)
is employed as a hardware anchor to measure the state of
hardware and software during system boot. Only an un-
tampered security kernel will be booted and this state is
communicated via remote attestation to the management
component TOM. Only servers with an untampered security
kernel are accepted by the TOM and thus malicious systems
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are ruled out from the beginning. Figure 7 illustrates the
usage of Trusted Virtual Domains within the datacenter.
On the TrustedServer we deployed three TVDs: An admin
TVD (red, dashed line), a public TVD (green, solid line)
and a replica TVD (blue, dotted line) hosting the database.
Within the admin and the public TVD two different flavors
of the Smart Lighting application are running. The appli-
cation running in the public TVD only has read access to
the database TVD, whereas the admin TVD also has write
access. Hence modifications to the database can only be
initiated from the admin TVD.

By default TVDs are strictly isolated from each other.
Communication is only allowed within the same TVD and
data stored is always encrypted by a TVD specific key and
can only be decrypted from the same TVD. To run the smart
lighting application we weakened this strict isolation by al-
lowing controlled information flows between certain TVDs as
depicted in Figure 7. This information flows are governed by
the security kernel. The public TVD is open for public com-
munication. The web-interface of the smart lighting applica-
tion can be accessed from anywhere in the Internet. The ad-
min TVD does not have such an open interface. It can only
be accessed from the admin TVD. Only trustworthy clients
can access this interface. An example is the TrustedDesktop
which is running a browser in the admin TVD. The commu-
nication to the smart-lighting application is encrypted by
a virtual private network (VPN). As the admin TVD and
the public TVD are not connected, the browser within the
admin TVD cannot access the public TVD. Hence malware
which may compromise the public TVD cannot spread over
to the admin TVD.

5.2.2 Disaster Tolerance with a Cloud-of-Clouds
Having a single datacenter secured can improve the chance

to avoid security incidents in the smart lighting applica-
tion. However, any disaster, bug or unexpected event (of
malicious or accidental nature) can still bring down the sys-
tem. To cope with such issues, and implement what is com-
monly called disaster tolerance, a common technique is to
use backup infrastructures maintained in remote locations.

More specifically, a common way to tolerate such kind of
problems is to have another datacenter where all the ap-
plication components are held in standby. The application
database, when updated in the master must be synchronized
with the backup. To avoid the high synchronization laten-

cies, the backup database is synchronized in background,
implementing thus only eventual synchrony [25]. This is, for
example, implemented in some systems supported in current
critical infrastructures and is what most people consider to
be state of the art in practical systems.

In TClouds we were interested in trying to have consistent
replication, where no update will be lost in case of failures.
With only two trusted clouds, this architecture can only be
implemented with synchronous and reliable channels. Since
such perfect channels cannot be implemented in the Internet,
we rely on non-synchronous replication, through the state
machine replication approach [21].

As a result, our system model is composed by two trusted
clouds (secured as described in the previous section) and
two public clouds (see Figure 6): the trusted ones are man-
aged by EDP, the Portuguese company, being a TClouds
member, that run the Smart Lighting System. The security
technology deployed on our trusted clouds allows one to re-
alistically assume that the VMs on this cloud will only fail
by crash. The lack of control to the VMs running in the
public clouds make us conservatively assume such VMs can
behave arbitrarily.

Each trusted cloud run at least three VMs: the smart
lighting application server (Apache Tomcat), the Simple Key
/ Value Store (memcached), and one replica of SteelDB (our
BFT relational database). During operation, only one of
these clouds is used as the primary replica of the application.
Public clouds, by the other hand, run a single VM with one
database replica each.

From the operational point of view, we can divide the
behavior of the smart lighting application considering read
(e.g., to fill a form to be show to the user) and update trans-
actions (e.g., scheduling new events). Every time a client
tries to read some information, the application server first
queries the Simple Key / Value Store for the required data,
if it is expired or not available, the server issues a read trans-
action to SteelDB. When an update is required, the trans-
action is issued to the database and the clients wait for the
transaction to complete.

As expected, this architecture’s centerpiece is SteelDB.
This TClouds subsystem automatically implements the dis-
aster recovery in our architecture through the provision of
the following guarantee: every (update) transaction con-
firmed by the database is (1) stored in at least f + 1 correct
replicas (being f the fault threshold), (2) no faulty replica
can modify the state of the database and (3) if the applica-
tion server writes to the database, receives a confirmation
and crashes, no update is lost. (1) and (2) are usual in
any BFT replicated storage, while (3) is related with strong
consistency (i.e., every executed updated can be read). The
problem in ensuring these properties is the communication
latency for accessing remote replicas on each transaction.

To deal with this problem, we refined the Byzantine al-
gorithm [14] to resolve read operations in a single replica
running on a trusted cloud (which will never return wrong
values), where the active application server is running. Fur-
thermore, SteelDB ensures that the communication between
remote replicas is required only during a transaction com-
mit. These two measures ensure acceptable performance for
the application. More details about SteelDB and its per-
formance can be found in TClouds reports D2.2.4 [4] and
D3.3.4 [1].
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6. CONCLUSION
TClouds was one of the first European projects funded

specifically to tackle the cloud security challenge. Since its
beginning, the TClouds consortium acknowledged that cloud
security is a complex problem which can not be solved with
a single solution. This way, the project contributed with
several subsystems and fundamental results that both im-
proved the understanding of the cloud security problem and
provided new ways to think about it. This paper shows how
these subsystems, although apparently already individually
usable, together form a rich cloud platform, which can be
used to support cloud-based critical applications.

More information about the TClouds Platform and its
subsystems can be found at the project web page:
http://www.tclouds-project.eu.
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